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1. Introduction












Our main purpose in this essay is to evaluate the scope of a certain argument for reduction that has been particularly influential in the philosophy of mind, namely, Jaegwon Kim’s ‘supervenience argument.’ The issue that we want to investigate is whether its conclusion only applies to psychology or it generalizes to all the special sciences. Our contention is that the claim that the supervenience argument generalizes to all the special sciences is ambiguous. We will distinguish three different readings of this objection, and suggest that some of them make it a plausible claim whereas other readings do not make it plausible enough. Stepping back from the debate on whether the supervenience argument generalizes, this essay also addresses two broader issues. The first one is the topic of levels of reality. Our diagnosis of why the above-mentioned ambiguity takes place concerns a picture of the world that underlies most discussions about the relation between physics and the special sciences. We can call it the ‘layered model.’
 This is a picture of the world as being hierarchically organized in levels, with the domain of physics at the bottom and the domains of the social sciences at the top. The plausibility of the claim that the conclusion of the supervenience argument generalizes to all the special sciences depends on how exactly we think of the layered model. And this popular picture, we suggest, involves three different dimensions along which reduction may occur. A second theme that we will pursue is the importance of mereology for discussions about reduction. As we will see, one of the dimensions along which reduction can take place involves the part/whole relation. As a result, the issue of whether the conclusion of the supervenience argument generalizes to all the special sciences partly hangs on issues such as composition, modality and the individuation of physical objects. 

We proceed as follows. In section 2, we outline the supervenience argument and we give a first pass at the objection that its conclusion generalizes to all the special sciences if the argument is right. In sections 3-5, we pull apart three different readings of this objection and we address them by finessing the layered picture of the world. Finally, in section 6, we suggest a strategy that the reductionist can pursue in response to the third reading of the objection. This strategy draws on Saul Kripke’s work on the modal and epistemic status of theoretical identifications. The outcome of our discussion will be that, interestingly, the scope of the supervenience argument depends on several metaphysical issues that, at first glance, seem fairly remote from the topic of mental causation.

2. The reductionist argument and the generalization response






The supervenience argument is aimed at showing that the properties in the domain of a particular special science (namely, psychology) must be reduced to physical properties in order to be causally efficacious. The main idea in the argument is the following.
 There are five claims that the anti-reductionist who thinks that psychological properties are causally efficacious should find intuitive, and yet they are arguably inconsistent:

1. Anti-reductionism: Mental properties are not physical properties.

2. Supervenience: Mental properties supervene on physical properties: 
For any object x, time t and mental property M, necessarily, if x instantiates M at t, then there is a physical property P such that (a) x instantiates P at t, and (b) necessarily, for any object y and time t’: If y instantiates P at t’, then y instantiates M at t’.

3. Causal closure of the physical domain: For any event E and time t, if E is a physical event and E has a cause at t, then E has a physical cause at t.

4. Mental causation: Some instantiations of mental properties cause other mental properties to be instantiated (‘mental-to-mental’ causation), and some instantiations of mental properties cause the instantiation of physical properties (‘mental-to-physical’ causation).

5. Causal exclusion principle: For any event E and time t, if E has a sufficient cause C at t, then there is no event C* such that C* is distinct from C, and C* is a cause of E at t (unless this is a genuine case of causal overdetermination).

According to Kim, a contradiction follows from these five claims. The contradiction is obtained by arguing for the following two conditionals:

C1 
If there is mental causation and supervenience holds, then there is mental-to-physical causation.

C2 
If anti-reductionism, causal closure and causal exclusion hold, then there is no

mental-to-physical causation.

The derivation of C1 and C2 from (1-5) is meant to go as follows. Consider C1 first. Suppose that (4) is correct. Then, there is a mental property M such that one of its instantiations causes either the instantiation of a physical property or the instantiation of a mental property. In the former case, there is mental-to-physical causation. In the latter case, let M* be the mental property whose instantiation is caused by the instantiation of M. If (2) is correct, there is a physical property P* being instantiated such that, necessarily, if P* is instantiated, then M* is instantiated. Now, there seems to be a tension between, on the one hand, the claim that the instantiation of M causes the instantiation of M* and, on the other hand, the claim that, necessarily, if P* is instantiated, then M* is instantiated. If the former claim is correct, then the instantiation of M must make a difference to whether or not M* is instantiated. But if the latter claim is correct, then it seems that the instantiation of P* alone is sufficient for the instantiation of M*, which suggests that the instantiation of M does not make a difference to the instantiation of M* after all. The most natural way of relieving the tension between the two claims and preserving the instantiation of M as causally efficacious for the instantiation of M* is by assuming that the instantiation of M is causing P* to be instantiated, which is a case of mental-to-physical causation as well. 

Let us turn to C2 now. Suppose, for reductio, that there is mental-to-physical causation and (1), (3) and (5) are correct. If there is mental-to-physical causation, then there are some properties M and P* such that M is a mental property, P* is a physical property, and an instantiation of M causes an instantiation of P*. If (3) is correct, then there is a physical property P such that an instantiation of P causes that instantiation of P*. If (1) is correct, then the instantiation of M is a different event from the instantiation of P. This means that the instantiation of P* has a sufficient cause (namely, the instantiation of P), and there is an event distinct from that cause which is also a cause of P* being instantiated (namely, the instantiation of M). Yet this possibility is ruled out by claim (5) unless all cases of mental-to-physical causation are systematically overdetermined, which is highly counter-intuitive. Thus, there is no mental-to-physical causation. The fact that one can derive C1 and C2 from (1-5) is taken to be a puzzle in that (1-5) seem prima facie plausible. The moral of the puzzle is meant to be that the best way of securing the causal import of psychological explanations within a physicalist framework is by identifying psychological properties with physical properties: In order to hold on to claim (4), we must give up claim (1).

In this essay, we will be concerned with a certain response to the supervenience argument. If the supervenience argument is right about psychological properties, it has been objected, then the properties in the domain of any special science (biological properties, chemical properties, economical properties and so forth) should be reduced to physical properties for analogous reasons. But surely, some authors have claimed, there is no need to reduce those properties in order to preserve their causal efficacy.
 Thus, the response goes, the supervenience argument cannot be right about psychological properties. Let us call this response to the supervenience argument, the ‘generalization response.’ It basically has the following structure: 


Generalization response:

(a)
If the supervenience argument shows that psychological properties are epiphenomenal unless they are reduced, then the properties in the domains of all the special sciences are epiphenomenal unless they are reduced.  



(b) It is not the case that the properties in the domains of all the special sciences are epiphenomenal unless they are reduced.  



Therefore,

(c) The supervenience argument does not show that psychological properties are epiphenomenal unless they are reduced.

In order to evaluate this argument, we propose to focus on premise (a), which we will refer to as the ‘generalization claim.’ In the next three sections, we will distinguish three readings of it. As we will see, different rejoinders to the generalization response are open to the reductionist depending on which reading of the generalization claim is in place.

3. Reduction across orders










A certain picture of the world seems to be in the background of both the supervenience argument and the generalization response. The basic idea in that picture is that the world is divided into different groups of entities organized hierarchically. In this layered model, the world is organized in collections of entities that correspond to the domains of the various sciences, beginning with the elementary particles that physics studies at the bottom, all the way up to social groups studied by a discipline such as economics or sociology. It is natural to regard the generalization claim as plausible once we assume the layered model of the world. However, it has been pointed out that two different hierarchies are implicit in this model, which has important consequences for the issue of how we should read the generalization claim.

First, there is a hierarchy of ‘levels’ where objects are stratified according to the part/whole relation. Objects belonging to a given level are parts of those objects that belong to higher levels. This mereological hierarchy begins at its lowest level with the elementary particles of physics, moving up to atoms, molecules, cells, organisms and social groups. This hierarchy of objects generates a hierarchy of property instances since, derivatively, we can think of an instantiation of a property P as being ‘at level’ L if the object instantiating P is at L. Likewise, we can think of an instantiation of a property P as being ‘at a higher level than’ an instantiation of another property Q when the object instantiating P is at a higher level than the object instantiating Q. Thus, the beating of my heart right now is at a lower level than, let us say, my currently having a beating heart because that organ is, right now, a part of me. In addition to this hierarchy, there is a different hierarchy of properties stratified into ‘orders’ according to the realization relation. Basically, the predicates that refer to second-order properties are construed by existential generalization from those referring to the causal powers of first-order properties. More precisely, for any properties P, Q and R: If R is a causal power of P and Q is the property of having some property or other with R, then Q is a second-order property with respect to P, and P is a first-order property with respect to Q. For instance, suppose that having a brain with c-fibers firing typically causes one to scream ‘ouch!’ and it is typically caused by tissue damage. And suppose that being in pain is having some property that is typically caused by tissue damage and typically causes one to scream ‘ouch!’. Then, being in pain is a second-order property with respect to having a brain with c-fibers firing.
 This two-tier hierarchy of properties generates a hierarchy of property instances as well since, derivatively, we can think of a given instantiation of a property P as being a ‘first-order’ property instance or a ‘second-order’ property instance depending on whether P is itself a first-order property or a second-order property.

As the examples above suggest, the first-order versus second-order distinction and the higher-order versus lower-order distinction cut across each other: Two first-order properties can sometimes be instantiated at different levels, and any second-order property will be instantiated at the same level as its corresponding first-order property. For this reason, this version of the layered model can be best pictured in a diagram with two axes, one representing levels and one representing orders (figure 1 below). To illustrate, let ‘P’ stand for my having a brain with c-fibers firing right now, and let ‘M’ stand for my being in pain right now. We may represent the ontological status that this version of the layered model assigns to the instantiations of those two properties thus:

Figure 1: Two dimensions of reduction
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We can now appreciate that the original generalization claim can be read in, at least, two different ways. It can be read as the claim that if the supervenience argument is right about psychological properties, then either second-order properties are epiphenomenal or they reduce to their first-order realizers (from right to left in figure 1). Alternatively, it can be read as the claim that if the supervenience argument is right about psychological properties, then, for any level, either the properties instantiated at that level are epiphenomenal or they reduce to the properties instantiated at the next level down (from top to bottom in figure 1). Thus, there are at least two readings of premise (a) in the generalization response: 

(a1)
If the supervenience argument shows that psychological properties are

epiphenomenal unless they are reduced, then either second-order properties are epiphenomenal or they reduce to their corresponding first-order properties.


(a2)
If the supervenience argument shows that psychological properties are

epiphenomenal unless they are reduced, then, for any level, either the properties instantiated at that level are epiphenomenal or they reduce to the properties instantiated at the next level down.

In order to preserve the logical validity of the generalization response, premise (b) needs to be disambiguated accordingly, which leaves us with at least two versions of the generalization response. Let us call them the ‘orders response’ and the ‘levels response’:


Orders response:

(a1)
If the supervenience argument shows that psychological properties are

epiphenomenal unless they are reduced, then either second-order properties are epiphenomenal or they reduce to their corresponding first-order properties.



(b1)
It is not the case that either second-order properties are epiphenomenal or they reduce to their corresponding first-order properties.



Therefore,


(c)
The supervenience argument does not show that psychological properties

are epiphenomenal unless they are reduced.

Levels response:

(a2)
If the supervenience argument shows that psychological properties are

epiphenomenal unless they are reduced, then, for any level, either the properties instantiated at that level are epiphenomenal or they reduce to the properties instantiated at the next level down.

(b2)
It is not the case that, for any level, either the properties instantiated at that level are epiphenomenal or they reduce to the properties instantiated at the next level down.

Therefore,

(c) The supervenience argument does not show that psychological properties are epiphenomenal unless they are reduced.

Different rejoinders are available to the reductionist depending on whether the anti-reductionist formulates the generalization response as the orders response or he formulates it as the levels response. As we are about to see, the reductionist can, in the former scenario, make a case for rejecting the second premise in the response whereas, in the latter scenario, the reductionist can make a case for rejecting the first premise. In what remains of this section, we will address the orders response. The next section will be devoted to the levels response.

Suppose that the original generalization response is spelled out as the orders response. Kim considers this response to his supervenience argument. He concedes that the argument shows that the second-order properties of objects at any given level do not cause anything over and above the first-order properties of objects at that level.
 We side with Kim here. After all, the causal exclusion puzzle can be generated for any second-order property, not only for psychological properties. Notice that two of the original five theses do not even mention psychological properties. As to the other three, it seems that they will be as plausible for, let us say, biological or chemical properties as they originally were for psychological properties. To the extent that one thinks of psychological properties as properties with causal powers that are distinct from (though dependent on) physical properties, it seems that one will also view biological or chemical properties as properties with those features. 

Thus, the (a1) reading of the generalization claim seems correct. The choice between epiphenomenalism and reduction does generalize to all second-order properties if the supervenience argument is right about psychological properties. However, the reductionist can block the orders response by challenging (b1). What are the anti-reductionist’s grounds for this premise? Consider for a moment the equivalent premise (b) in the original generalization response. That response was intended as a reductio ad absurdum of the supervenience argument. The view that all the properties in the domains of the special sciences must be reduced to preserve their causal efficacy was meant to be the absurd conclusion of it. Thus, the anti-reductionist was inviting us to share the intuition that it is highly implausible that all those properties are epiphenomenal unless they are reduced. Admittedly, the idea that no property in the domain of a special science can be causally efficacious unless it is reduced to a physical property is not very tempting. But let us return to the orders version of the generalization response and consider whether the same can be said in support of (b1): Is it equally obvious that second-order properties are not causally efficacious unless they are reduced to their first-order realizers? 

There is a consideration that can help the reductionist motivate the idea that this is not obvious at all.
 It is a certain problem for explanations that appeal to second-order properties discussed in the literature on functionalism. We can call it the ‘circularity problem.’ The circularity problem is basically this: We identify a second-order property by mentioning the very effects its instantiation is supposed to cause. As a result, the claim that the instantiation of the second-order property caused one of those effects turns out to be vacuous. Suppose, for instance, that we construe being in pain as a second-order property, namely, having some property or other that, among other things, produces effects such as screaming ‘ouch!’ In that case, the claim ‘the subject screamed “ouch!” because she was in pain’ will not be an informative explanation of the subject’s behavior. For it turns out to be roughly synonymous with the claim that the subject screamed ‘ouch!’ because she had some property that caused her to scream ‘ouch!’ The circularity problem has preoccupied those philosophers who believe that second-order properties commonly appear in the explanantia of special science explanations as well as those functionalists who view functional properties as second-order properties (so-called ‘role functionalists’). The view that second-order properties must be reduced to their corresponding first-order properties in order to preserve their causal efficacy offers a solution to this problem. For it delivers the result that, when we appeal to a second-order property in a causal explanation of a certain event, our explanans actually picks up the first-order property that reduces that second-order property. The reason for this is that, according to this view, there are, strictly speaking, no second-order properties over and above first-order properties. There are predicates generated through existential generalization from predicates that refer to the causal powers of first-order properties. But those existentially generalized predicates refer to first-order properties. Thus, in the example above, the property to which we refer when we claim that the subject was in pain is the first-order property of having a brain with c-fibers firing (since that is, on this view, one and the same property as having some property that, among other things, causes one to scream ‘ouch!’). And there is nothing uninformative about the claim that the subject screamed ‘ouch!’ because her brain’s c-fibers were firing.  

The circularity problem certainly deserves a deeper discussion.
 The remarks above leave open the possibility that there may be other, perhaps equally good, solutions to the problem. However, pursuing such a discussion would lead us to issues on functionalism that lie beyond the scope of this essay. For the purposes of the dialectic that occupies us here, the reductionist only needs to point out that his solution to the circularity problem is an independent consideration in favor of reducing all second-order properties. Given that the anti-reductionist views the reduction of all second-order properties as a prima facie implausible consequence of the supervenience argument, this should suffice to put pressure on (b1). Pointing out that the reductionist position has this virtue vis à vis the circularity problem shifts the burden of proof back to the anti-reductionist. If there are considerations in favor of reducing all second-order properties independently of the supervenience argument, then the anti-reductionist can no longer just claim that that consequence of the supervenience argument is a view by which nobody is tempted. He needs to engage with the supervenience argument.   

4. Reduction across levels










Let us turn our attention to the levels response now. While discussing the orders response, the reductionist granted the (a1) reading of the generalization claim. By contrast, when it comes to the levels response, (a2) becomes the reductionist’s target. Thus, Kim claims that the supervenience argument does not show that first-order properties instantiated by objects at a particular level cannot have causal powers unless they reduce to first-order properties instantiated by objects at lower levels. The reason for this concerns the relation that holds between those properties. According to Kim, a property instantiated at a given level is ‘micro-based’ on certain properties instantiated at lower levels. We can characterize this relation as follows. For any objects a1…an, any properties P, P1…Pn, and any relation R, P is micro-based on P1…Pn, and R just in case P is the property of fully decomposing into a1…an which have P1…Pn in configuration R. This means that, for any object a, a has such a micro-based property P just in case a decomposes into a1…an which have P1…Pn in configuration R. We may call P1…Pn the ‘micro-properties’ of P, and a1…an the ‘micro-constituents’ of the object having P.

Kim argues that a micro-based property does not supervene on its micro-properties, since supervenience is a two-place relation between properties of the same object.
 The thought seems to be the following. Let us imagine a water molecule. This molecule instantiates a micro-based property, that is, being H2O. Consider its micro-properties; being an Oxygen atom and being a Hydrogen atom. Recall the formulation of the supervenience thesis in section 2. Given that formulation, if micro-based properties supervened on their micro-properties, then any H2O molecule should be either an Oxygen atom or a Hydrogen atom itself. Furthermore, it should be the case that, necessarily, any object that is an Oxygen atom is itself an H2O molecule (and any object that is a Hydrogen atom must itself be an H2O molecule). But these are clearly mistakes, since atoms are parts of molecules. Thus, if we try to run the causal exclusion puzzle for micro-based properties, the puzzle will not force us to choose between rejecting the anti-reductionist thesis (1) and rejecting the causal efficacy thesis (4). The supervenience thesis (2) can be rejected instead.
  

This move has elicited a certain objection about the role of thesis (2) in the supervenience argument. The objection is that supervenience is not necessary to generate the causal exclusion puzzle in the first place. Other relations that hold between micro-based properties and their micro-properties, some have claimed, can be used to generate it.
 The proposal is that we replace thesis (2) in the supervenience argument with a slightly different thesis that preserves the intuitive idea behind strong supervenience, namely, the idea of dependence between properties. The new thesis would basically state that there cannot be a difference between the properties of two whole objects without a difference in either the properties of their parts or the ways in which those parts are put together. We may call this thesis ‘mereological supervenience.’
 Mereological supervenience is a dependence relation that holds, it has been argued, between micro-based properties and their micro-properties. Thus, one might think that there is no reason why we could not run Kim’s argument for properties instantiated at any level by appealing to mereological supervenience. 

However, the anti-reductionist who pursues this strategy in defense of (a2) must face a significant difficulty. Recall that (a2) states the following:

(a2)
If the supervenience argument shows that psychological properties are epiphenomenal unless they are reduced, then, for any level, either the properties instantiated at that level are epiphenomenal or they reduce to the properties instantiated at the next level down.

Our concern is that, once mereological supervenience is introduced, it is no longer clear what the anti-reductionist means by ‘reduced’ in (a2), essentially because it is no longer clear what is being denied in the original anti-reductionist thesis (1). There may be an interesting sense in which the properties of a macroscopic object supervene on the properties of its parts, namely, the ‘mereological’ sense sketched above. But, on that notion of supervenience, it is hard to see what it would be for supervenient properties to be reduced to their corresponding subvenient properties. The notion of reduction in terms of which the discussion has proceeded so far does not seem to apply any more. That notion was made explicit in the anti-reductionist thesis (1) of the original supervenience argument: Reduction was basically identity. (The claim, for example, that my being in pain had to be reduced to my having c-fibers firing was just the claim that that the former property needed to be identified with the latter one.) And, unlike mereological supervenience, identity is a one-to-one relation. Thus, when the anti-reductionist claims in (a2) that the supervenience argument forces us to choose between rejecting the anti-reductionist thesis (1) and rejecting the causal efficacy thesis (4) for properties instantiated at any macroscopic level, the relevant notion of reduction can no longer be identity. This makes it quite difficult to grasp the content of (a2). Thus, the difficulty for the strategy of appealing to mereological supervenience is not really that it fails to make (a2) plausible enough. The difficulty is that it makes (a2) unintelligible.

One might reply that if reduction is not an option, then that just means that the supervenience argument shows that first-order properties instantiated at any level, except for the bottom one, are epiphenomenal. All the worse for the supervenience argument, since no one thinks that such properties are epiphenomenal.
 Notice, though, that the worry is not that, once the supervenience argument has been run across two levels, the option of rejecting the anti-reductionist thesis (1) is not available because thesis (1) must be true. Our worry is rather that, once the notion of reduction as identity is dropped, it is no longer clear what it would take for the anti-reductionist thesis (1) to be true, or to be false. It is unclear what is being denied in (1) to begin with.
 In order to run the supervenience argument across two levels, the anti-reductionist needs to put forward an alternative notion of reduction in (1); a notion of reduction that makes this relation, like mereological supervenience, a one-to-many relation. In the absence of such a notion, the supervenience argument will not be able to get off the ground.
 The outcome of these considerations, then, is that trying to re-formulate the supervenience thesis (2) in the supervenience argument may trigger some unintended consequences for the anti-reductionist.

Nonetheless, instead of trying to settle whether the supervenience thesis (2) is essential to the supervenience argument or not, we wish to raise a different objection against (a2). Let us suppose, for the sake of the argument, that thesis (2) can be reformulated in terms of mereological supervenience. Also, let us suppose that there is some notion of reduction that allows us to reformulate the anti-reductionist thesis (1) accordingly. Our contention is that (a2) will still not hold. The reasons for this, we suggest, do not involve theses (1) or (2), but the causal closure principle (3). 
Presumably, the thought in (a2) is that some line of reasoning analogous to the supervenience argument entails that properties instantiated at any level either reduce to properties instantiated at the next level down or they are epiphenomenal. Consider some level above the level of elementary particles. Call it Ln (n being above 1). What (a2) tells us is that if the supervenience argument is right about psychology, then an analogous line of reasoning shows that all properties instantiated at Ln must be reduced to properties instantiated at Ln-1 in order to preserve their causal efficacy. Now, if such a line of reasoning is to resemble the supervenience argument, it has to proceed as follows. First, we need to assume that properties instantiated at Ln are causally efficacious, and they do not reduce to properties instantiated at Ln-1. Next, we have to conjoin this assumption with the other three original theses (suitably reformulated in terms of levels). Then, we have to derive a contradiction. And, finally, it should be clear that the least costly of the five theses to reject is either the anti-reductionist thesis or the causal efficacy thesis initially assumed. At that point, a case for (a2) will have been made successfully. For we will then have a schema that generates, for any level, an argument that implies that properties instantiated at that level either reduce to properties instantiated at the next level down, or they are epiphenomenal.  

As we see it, the trouble for the anti-reductionist will arise at the last step of this process. To appreciate this, let us consider what the original five theses will need to look like if the goal is to show that properties instantiated at Ln either reduce to properties instantiated at Ln-1 or they are epiphenomenal. As far as we can see, all of the original theses will need to be rephrased except for the causal exclusion principle:

(1*)
Anti-reductionism: Properties instantiated at Ln do not reduce to properties instantiated at Ln-1.

(2*)
Supervenience: Properties instantiated at Ln supervene on properties instantiated at Ln-1: Necessarily, for any property M at Ln, if some object x instantiates M, then there are properties P1…Pn at Ln-1 such that P1…Pn are instantiated by x’s parts and, necessarily, for any object y, if y’s parts instantiate P1…Pn, then y instantiates M.

(3*)
Causal closure of Ln-1: If E is an event that consists in the instantiation of a property at Ln-1 and E has a cause at some time t, then there is a property at Ln-1 whose instantiation is a cause of E at t.

(4*)
Causal efficacy of properties at Ln: Some instantiations of properties at Ln are causally efficacious for the instantiation of other properties at Ln, and some instantiations of properties at Ln are causally efficacious for the instantiation of other properties at Ln-1.

(5)
Causal exclusion principle: If an event E has a sufficient cause C at some time t, then no event distinct from C can be a cause of E at t (unless this is a genuine case of causal overdetermination).

The difficulty for the anti-reductionist is the following. Let us assume, for the sake of the argument, that (1*-4*) together with (5) do entail some contradiction through some pair of conditionals analogous to C1 and C2. That will still leave us with the choice of which thesis to drop. The anti-reductionist thinks that, at that point, we will be forced to drop either (1*) or (4*). But it seems that (3*) will be, in most instances of the schema above, a less costly assumption to reject. Thesis (3*) needs to be plausible for any level that we may consider, since we are supposed to be able to run a version of the argument above whether Ln is the level of social groups, organisms, cells, molecules or atoms. But there are several levels for which requiring that property instantiations at that level must be caused by other property instantiations at the very same level just seems too strong. Consider, for instance, the following two cases. 

We commonly accept that organisms can perform actions that have a causal impact at the level of cells. Imagine, for example, that a biologist separates different parts of a cell from one another in his laboratory. Once we accept that this is one of the things that cell biologists do, we are accepting that a property instantiated at the level of organisms (namely, the biologist’s action) can cause the instantiation of some property by a cell (that is, getting its parts separated). More importantly, we do not feel the need to look for an additional cause of the instantiation of the latter property at the cellular level. We do not require that some of the biologist’s cells must have caused the effect in the cell on which he’s experimenting. As a matter of fact, the question ‘Which particular cell in the biologist’s body caused the separation of that cell in his lab?’ is hard to make sense of. Similarly, we commonly accept that social groups can collectively perform an action that has an impact at the level of organisms. Suppose, for instance, that next election in Australia results in a change of government. In that case, the instantiation of a certain property (containing fewer voters who support the government than voters who oppose it) by a certain social group (the Australian population) would cause the instantiation of a property (losing the office) by a certain organism (the Prime Minister). And, again, once we identify the population’s property of containing a majority of unsupportive voters as the cause of the Prime Minister’s defeat, we do not seem to feel the need to look for an additional cause of it at the level of organisms. The question ‘Which specific voter caused the result of the election?’ simply does not arise. 

Examples of this sort suggest that we should not expect (3*) to be plausible for any level that we may consider. Which means that, if we try to run a version of the supervenience argument across two levels, there is no guarantee that it will put pressure on us to drop either the anti-reductionist claim (1*) or the causal efficacy claim (4*). In many cases, we will feel more inclined to reject (3*) instead. Thus, it seems that the reductionist can make a compelling case for the view that the supervenience argument does not show that properties instantiated at a certain level need to reduce to properties instantiated at the next level down in order to be causally efficacious. And, by challenging (a2) in the way just proposed, he can block the levels response while sidestepping two thorny issues; whether the original supervenience thesis is essential to the supervenience argument or not and, in the latter case, whether a notion of reduction that does not require the identification of properties can be offered.

5. Reduction across layers










In addition to the orders and levels responses to the supervenience argument, there is yet another version of the generalization response in the literature on whether the argument generalizes. It is based on a third reading of the generalization claim, which has been put forward by Ned Block in reply to Kim’s appeal to micro-based properties.
 According to Block, the unacceptable consequence of the supervenience argument is not that a micro-based property must be reduced to its micro-properties. Roughly speaking, its unacceptable consequence is that any micro-based property that consists in being decomposable into certain parts must be reduced to the property of having a finer-grained decomposition into smaller parts, which must be reduced to having an even finer-grained decomposition into even smaller parts, and so on. The basic idea is that if the supervenience argument is right about psychological properties, then my being decomposable into my millions of cells, for instance, must be reduced to my being decomposable into, let us say, my billions of molecules, which must be reduced to my being decomposable into my trillions of atoms, and so on. Let us flesh out this idea a little bit more. Consider an object O at some level L, and the following property of O:  

Fully decomposing into two non-overlapping parts, Part 1 and Part 2, such that Part 1 has a property P1, Part 2 has a property P2, and Part 1 is in a particular configuration R to Part 2.

This is a micro-based property of O (call it ‘micro 1-2’). Thus, micro 1-2 is instantiated at level L. Now, suppose that Part 1 fully decomposes into two non-overlapping parts, Part A and Part B, put together in configuration R1.
 Part 2 also fully decomposes into two non-overlapping parts, Part C and Part D, put together in configuration R2. Suppose that Part A has property Pa, Part B has property Pb, Part C has property Pc, and Part D has property Pd. Consider the following property now:

Fully decomposing into, on the one hand, Part A (which has Pa) and Part B (which has Pb) put together in configuration R1 and, on the other hand, Part C (which has Pc) and Part D (which has Pd) put together in configuration R2.

Assuming that parthood is a transitive relation, this property is a micro-based property of O as well; call it ‘micro A-D’. Micro A-D, like micro 1-2, is instantiated at L. We have, therefore, two micro-based properties instantiated at the same level that are properties of the same order as well, since micro 1-2 and micro A-D are both first-order properties. 

Notice, furthermore, that properties such as micro 1-2 supervene on properties such as micro A-D. If an object has micro 1-2, then its parts decompose into some parts with their own properties. Specifically, object O instantiates micro 1-2 by instantiating micro A-D. Furthermore, any object that has the latter property should have the former property as well. It is hard to imagine how there could be an object that decomposes into Part A and Part B (with their respective properties) put together in configuration R1 as well as Part C and Part D (with their respective properties) put together in configuration R2 and yet that object fails to instantiate micro 1-2. How could such an object fail to have, for instance, Part 1 as one of its parts once it has Part A and Part B put together in R1? It seems that, once a certain fine-grained decomposition of an object is in place, any coarse-grained decomposition of the relevant object is fixed as well.

The idea that we are trying to illustrate with micro 1-2 and micro A-D is that there seems to be a third hierarchy of properties being missed by the two-dimensional version of the layered model above. It seems that, for each level, micro-based properties instantiated at that level can be ordered into groups, or ‘layers’, by the relation of supervenience. Basically, we can see the property of being decomposed into parts at a level Ln as being instantiated ‘one layer above’ the property of being decomposed into parts at Ln-1. We can represent this new hierarchy of property instances by adding a third axis to figure 1 above (see figure 2):

Figure 2: Three dimensions of reduction
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Now, the new reading of the generalization claim is basically that if the supervenience argument is correct, it shows that properties like micro A-D preempt properties like micro 1-2 from being causes unless the latter are reduced to the former.
 More generally: 

(a3)
If the supervenience argument shows that psychological properties are epiphenomenal unless they are reduced, then, for any level and any layer of micro-based properties instantiated at that level, either micro-based properties instantiated at that layer are epiphenomenal or they reduce to micro-based properties instantiated at the layer below. 

This third reading of the generalization claim yields, in turn, a third version of the generalization response. We may call it the ‘layers response’:


Layers response

(a3)
If the supervenience argument shows that psychological properties are epiphenomenal unless they are reduced, then, for any level and any layer of micro-based properties instantiated at that level, either micro-based properties instantiated at that layer are epiphenomenal or they reduce to micro-based properties instantiated at the layer below.
(b3)
It is not the case that, for any level and any layer of micro-based properties instantiated at that level, either micro-based properties instantiated at that layer are epiphenomenal or they reduce to micro-based properties instantiated at the layer below.
Therefore,

(c)
The supervenience argument does not show that psychological properties are epiphenomenal unless they are reduced.

The layers response tells us, for example, that if the supervenience argument holds, then only reduction can stop the causal powers of the realizer of a mental property, understood as the property of having a certain neurological configuration, from draining away to the property of having a certain chemical configuration, and further to having a certain atomic configuration, and so forth. And, as the anti-reductionist sees it, that is highly counter-intuitive. Surely, the anti-reductionist claims, my property of having certain damaged cells is not identical with the property of having, as some of my parts, whatever molecules happen to compose those cells. And yet, that does not prevent my property of having those cells as parts from having certain causal powers, such as the power to produce cancer in me.

In order to resist the layers response, Kim challenges (b3). He proposes to identify properties such as micro 1-2 with properties such as micro A-D.
 One can see the motivation for this move. If having parts 1-2 in configuration R just is having parts A-D in configurations R1 and R2, then the latter property cannot threaten to take away the causal powers of the former one. In response to this suggestion, Ned Block has argued that there can be no such identities due to the possibility of ‘multiple decomposition’: An object may be decomposable into non-overlapping parts in two or more different ways.
 The thought is that if Part 1 and Part 2 can be decomposed in different ways, then micro 1-2 is not identical to micro A-D, since O can have the former property without having the latter one. This point is reminiscent of the well-known ‘multiple realization’ objection against reduction. Like that objection, the multiple decomposition point has two different readings depending on whether we think of different alternatives across time or different alternatives across possible worlds. For the sake of brevity, we will focus on the latter reading of it, which we may call ‘modal multiple decomposition’ or MMD:


        (MMD)
Modal multiple decomposition

There is a possible world W, and objects O, Part 1, Part 2, Part A, Part B, Part C and Part D, such that:

(I) Actually, O has micro 1-2 and O has micro A-D.

(II) In W, O has micro 1-2 and O lacks micro A-D.

If MMD is true, then the anti-reductionist will be right in claiming that properties such as micro 1-2 cannot be identified with properties such as micro A-D. This, in turn, will put pressure on the reductionist to show that the supervenience argument does not generalize across layers of micro-based properties at each level. In the next section, we propose a strategy that the reductionist may pursue in response to the multiple decomposition challenge. 

6. Multiple decomposition and mereology








Let us begin by noticing that MMD is, strictly speaking, a view about properties; properties that consist in having configurations of a certain kind. Accordingly, if the reductionist rejects MMD, then he will commit himself to a view about that sort of properties. This is the view that the microscopic configuration of an object is essential to its macroscopic configuration. In other words, if a given object O has some macroscopic parts 1 and 2 put together in a certain way by having some microscopic parts A, B, C and D put together in some configuration of their own, then O could not have had the macroscopic parts that it actually has, put together in that way, unless it had had microscopic parts A-D put together in the configuration in which they actually are. Let us consider whether the reductionist make a case for such a view. 

As far as we can see, the most natural way of defending this position is by endorsing a general view about the individuation of physical objects. Suppose that the reductionist is able to motivate the idea that Part 1, on the one hand, could not have had parts different from Part A and Part B, and suppose that he can also motivate the idea that Part 2, on the other hand, could not have had parts different from Part C and Part D. Then, it seems that the reductionist view that O cannot have micro 1-2 except by having micro A-D (and MMD is, therefore, wrong) will stand on firm grounds. How can the reductionist motivate the just-mentioned ideas about the individuation of Part 1 and Part 2 though? It seems that the reductionist will need to appeal to mereological essentialism, the view that objects have their parts essentially. We may formulate this view as follows:
 

(ME)
For any objects x and y:

If y is a part of x, then y is a part of x in every possible world in which x exists. 

If the reductionist’s rejection of MMD is saddled with such a strong view, one might think that rejecting MMD is not a promising option for the reductionist. However, some considerations can be offered in support of ME. The first consideration in its favor is that, even though the cost of accepting that all parts of objects are essential to them is considerable, the benefits of this position may outweigh its cost since ME provides us with useful responses to some of the classical puzzles about composition. Consider two such puzzles.

Intuitively enough, if a bicycle had been built by using a different part, such as a bolt, the object being built would not have been a different bicycle. On the other hand, it seems reasonable to think that if most or all of the parts of the bicycle had been different, then a different bicycle would have been built. One cannot accommodate both intuitions at the same time: Imagine a series of possible worlds of the following sort. Each world contains a bicycle that differs from the bicycle in the preceding world in one part only, and the two bicycles in the first world and the last world in the series have no parts in common. The first intuition suggests that each bicycle is identical to the bicycles in the adjacent worlds. This, together with the transitivity of identity, entails that each bicycle is also identical to the bicycles in distant worlds, which goes against our second intuition.
 Consider a different puzzle now. Dion is a man who exists in world W1. Due to an unusual genetic condition, Dion was predisposed to being born without his left thumb. It turns out that he was not, but he could easily have been. So there is a possible world W2 where he exists without his left thumb. Call the unfortunate Dion in W2, ‘Theon.’ On the one hand, it seems that Theon exists in W1, where he is a proper part of Dion  (namely, Dion minus his left thumb). On the other hand, it seems that Theon cannot be a proper part of Dion in W1: Theon is identical to Dion in W2, who is in turn identical to Dion in W1. But surely Theon cannot be a proper part of himself, which would follow from Theon being a proper part of Dion in W1.
 

In the literature on composition, it is often pointed out that we can avoid these puzzles if we endorse ME. The idea is that the advocate of ME can claim that our original intuitions were misleading. If my bicycle had been built by using a different bolt, I would now own a different bicycle. If the child had been born without one of his fingers, Dion would have never existed. It is a radical view, to be sure. But it allows us to preserve the transitivity of identity and reject such things as objects that are proper parts of themselves. And yet, the anti-reductionist will be unimpressed by this line of reasoning. He had offered the possibility of objects meeting conditions (I) and (II) in MMD as a reason to deny that properties such as micro 1-2 can be identified with properties such as micro A-D. So far the reductionist has not addressed the strong intuition that such objects are possible. If ME is correct, the anti-reductionist will object, then why do we find it so natural to think that some bicycle could have had a different bolt, or that Dion could have lacked his left thumb? In the absence of an account of this intuition, the strategy above will not take the reductionist very far.  

At this point, it is helpful to compare the debate over MMD with a certain discussion about the modal and epistemic status of theoretical identifications. These are statements that express the reduction of certain common phenomena to phenomena described in the natural sciences, such as ‘lightning = electrical discharge’, ‘salt = NaCl’ or ‘water = H2O’. Saul Kripke famously argued that theoretical identifications are necessarily true or necessarily false.
 However, these statements are conceivably false, which is why they are only known a posteriori. The challenge for the Kripkean is to account for this fact. Kripke’s own suggestion is well-known: When we think that we are imagining a situation where, let us say, water is not H2O, what we are really imagining is a situation where some substance with those properties through which we identify water is not H2O. That situation is admittedly possible since those properties, the explanation continues, only apply to water contingently. We commonly identify water through those properties, and this is why we mistake a situation where a substance with those properties is not H2O for a situation where water is not H2O.

Now, the reductionist who appeals to ME can follow a similar path in response to the alleged possibility of objects meeting conditions (I) and (II). He can claim that, when we consider some object O that has certain parts 1-2 and A-B, and we then think that we imagine O having Part 1 without having parts A and B in an alternative possible situation, that is not really what we are imagining. So what are we imagining then? What the reductionist needs here is a set of properties that play the same role as that of properties such as transparency, liquidity or wetness in Kripke’s account of why ‘water = H2O’ seems contingently true. 

Consider the property of looking to us in a certain way. Suppose that O is a person. Then, when we observe one of its macroscopic parts, that part appears to us as having a certain shape, a certain color, a certain size and so on. Call these the ‘manifest properties’ of it. Clearly, these properties only apply to that part of O contingently, partly because they are relational properties. They consist in that part looking to us in a certain way. Thus, if our perceptual apparata had been different, that part of O would have looked different to us. Furthermore, these are the properties through which we identify macroscopic objects. If O is a person, we commonly identify, let us say, O’s head by its shape, the color of its hair, the size of its nose and so forth. 

The reductionist can supplement ME with a Kripkean appeal to manifest properties as follows: When the anti-reductionist considers the possibility of objects that meet (I) and (II), he mistakes a possible situation where an object having some part with the manifest properties of Part 1 lacks parts A and B for a situation where an object having Part 1 lacks parts A and B. Since we commonly identify macroscopic objects through the way in which they look to us, it is easy to think that we are imagining an object with Part 1 when, as a matter of fact, we are just imagining an object with a part that has the same manifest properties as those of Part 1. But if Part 1 actually has parts A and B, then there is no possible situation for us to imagine where Part 1 does not have those parts.
 

An important consideration in support of this account of the anti-reductionist’s intuition behind MMD is that it nicely explains why MMD seems more plausible the higher we go in the levels hierarchy. The intuition that some objects meet (I) and (II) is stronger when we consider organisms than it is when we consider microscopic objects such as atoms. And, conversely, we are more inclined to accept ME for atoms than we are for organisms. The anti-reductionist leaves this fact unexplained. The proposed account of the anti-reductionist intuition, by contrast, can explain it. The reason why the possibility of objects meeting (I) and (II) seems more intuitive the higher we go in the levels hierarchy is that macroscopic objects such as organisms have obvious manifest properties, but we are not used to thinking of microscopic objects as having those properties. This makes it easier for us to imagine the object meeting conditions (I) and (II) in the macroscopic case. The outcome of our discussion in this section, then, is that the reductionist can resist the point that some objects meet (I) and (II) after all. And, by resisting that point, the reductionist can ultimately, reject MMD.

8. Conclusion












Let us take stock. We have seen that the concern that the conclusion of the supervenience argument generalizes to all the special sciences if the argument is right about psychology is ambiguous. The argument does entail that all second-order properties should be reduced to first-order properties in order to be causally efficacious, but it does not show that higher-level properties should reduce to lower-level properties to be causally efficacious. What about micro-based properties? If the property of having a certain decomposition can be identified with having a more fine-grained decomposition, and further to having an even more fine-grained decomposition (and so on), then the supervenience argument does not threaten the causal powers of that property. But is it possible to proceed with such identities across layers of micro-based properties? We have seen one difficulty for it (namely, multiple decomposition), and one way in which reductionists may try to get around it. Whether the reductionist ultimately chooses to appeal to mereological essentialism or not will probably depend on his commitments elsewhere.  
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� We borrow this term from Kim (2002).


� For a recent version of the argument, see Kim (2005). The supervenience argument has attracted a great deal of objections in the literature. Here we will not attempt to defend the argument from those objections. The specific issue that concerns us is rather whether its conclusion applies to all the special sciences provided that the supervenience argument is correct with regards to psychology.


� This is the definition of ‘strong’ supervenience. For different varieties of supervenience, see Kim (1993b). As we will see, the question of whether this formulation of supervenience is essential to the argument or not is relevant to the debate on whether the argument generalizes. 


� Two points are worth mentioning regarding this principle: First of all, events will be construed as property instantiations for the purposes of this discussion. (See Kim (1993a) for details of this characterization of events.) Secondly, causes should be conceived as sufficient for their effects in the causal closure principle. Otherwise, the principle would be compatible with there being an effect E which has a physical cause P and a non-physical cause M such that P and M are both necessary, but neither is sufficient, for E. The principle is meant to rule out such a scenario. We are grateful to an anonymous referee for pointing this out to us.


� For a defence of this principle, see Kim (1993d).


� Notice that the supervenience argument proceeds in terms of property instances, or property instantiations. What the argument seems to show, then, is that the instantiation of a mental property must be identical with the instantiation of a physical property if the former is to have any causal efficacy. Presumably, the reason why Kim thinks that this is enough to secure the conclusion that mental properties must be identical with physical properties to be causally efficacious is that, according to Kim, the instantiation of a property is individuated by three elements; the instantiated property, the time of instantiation, and the object instantiating the property. Thus, if an instantiation of a property M is identical with some instantiation of a property P, then the properties M and P being instantiated are identical as well. See Kim (2005: 42) and (2003: 157) on this point.


� See, for instance, Robert Van Gulick (1992: 325) and Tyler Burge (1995: 102).


� Kim introduces this distinction in (1998: 80-82) in response to the generalization objection.


� We are grateful to an anonymous referee for pointing out to us that the popular example of pain as c-fibers firing is physiologically questionable. In what follows, we will continue to use the properties of being in pain and having c-fibers firing as examples of properties of different orders. For the purposes of illustrating that relation, it will not really matter whether the activity in those fibers turns out to be the actual neural correlate of pain or not.   


� See (1998: 54) for the ‘causal inheritance principle’ that captures this view.


� Kim pursues this strategy in (1998: 51-56).


� For more on the circularity problem, see Block (1990: 157-160), Antony and Levine (1997: 91-92), and Jackson (1998: 660-661).


� Kim characterizes micro-based properties slightly differently in (1998: 84). We are grateful to an anonymous referee for raising the concern that Kim’s definition may make every property of every whole count as micro-based on some properties of its parts. We take it, however, that a micro-based property of an object is not simply a property that the object has when it has certain parts, and those parts have certain properties, and they are put together in some configuration. The idea is, more strongly, that a micro-based property is the property of having certain parts with certain properties in a certain configuration. Having such a structure is what the micro-based property amounts to. (We have tried to highlight this feature of micro-based properties in the characterization provided above.) For that reason, not every property of every whole qualifies as micro-based.


� Kim raises this point in an exchange with Paul Noordhof in (1999: 117). On the same issue, see (1998: 85-86) as well.


� This seems to be the thought in Kim (2005: 57).


� See Bontly (2002), Gillett and Rives (2001), Noordhof (1999) and Walter (2008).


� For details, see Bontly (2002: 83-84). An anonymous referee has brought to our attention that, interestingly, Kim did put forward a notion of supervenience that captures the idea that there cannot be a difference between the properties of two whole objects without a difference in either the properties of their parts or the ways in which those parts are put together. This is the notion of ‘multiple domain supervenience’ in his (1993e).


� We are very grateful to an anonymous referee for raising this objection.


� Notice that thesis (1) cannot be read, for example, as the negation of the claim that a property of a whole object is identical with the properties of its parts. Given that identity is a two-place relation, such a claim would be nonsensical, which surely makes its negation nonsensical as well.


� Notice that, for the same reasons, the reductionist cannot show that higher-level properties reduce to lower level properties unless an alternative notion of reduction is offered. If one wishes to pursue such a reductionist project, then, the first step in one’s project must be to put forward a notion of reduction that does not involve property identities. 


� Interestingly, these issues cannot be sidestepped if the anti-reductionist puts forward a different reading of the generalization claim:


(a2*)	If the supervenience argument shows that psychological properties are epiphenomenal unless they are reduced, then, for any level, either the properties instantiated at that level are epiphenomenal or they reduce to properties instantiated at the level of physics.


Since physics is causally closed, (a2*) cannot be challenged on the same grounds as those on which we have challenged (a2). As far as we can see, the reductionist can only oppose (a2*) by arguing, as discussed above, that properties instantiated by macroscopic objects do not supervene on properties instantiated by objects at the level of physics (presumably, the elementary particles of physics). Mereological supervenience could be invoked in response to this point, but our concerns about the intelligibility of (a2) and the anti-reductionist thesis (1) would then apply to (a2*) as well.


� In Block (2003).


� By ‘non-overlapping’, what we mean is that Part 1 and Part 2 do not have parts in common. More generally, for any objects x and y, let us say that x ‘overlaps’ y just in case there is an object z such that z is a part of x and z is a part of y.


� Let us stipulate that Part 1 and Part 2 are not at the level of elementary particles (and, therefore, they can decompose into parts at lower levels).


� Building on figure 1, we stipulate that O’s level is L5, the level of parts 1 and 2 is L4 and the level of parts A-D is L3. As far as we can see, nothing in our discussion of micro-based properties hinges on this stipulation.


� In Block’s (2003), it is not totally clear whether the relevant property of O for Block’s version of the generalization response is micro 1-2, or whether it is the property had by some x just in case there are objects y and z such that y and z do not overlap, y has P1, z has P2, y and z stand in relation R, and x is the fusion of y and z. Notice, however, that the just-mentioned property is not a micro-based property. A micro-based property involves the actual parts of the object that instantiates it. This is why Kim takes the constituents of a micro-based property to be ‘the micro-parts of the object that has it and the properties and relations characterizing these parts’ (1998: 84; our emphasis). Given that Block’s worry has to do with the generalization of reduction to all micro-based properties, we will assume that the relevant properties for this worry are ‘object-involving’ properties such as micro 1-2.


� In Kim (2003: 175-176).


� Block (2003: 145-146).


� This view can adopt different forms depending on whether one thinks that objects are wholly present at each moment they exist (‘three-dimensionalism’), or one thinks that objects are only partly present at each moment they exist (‘four-dimensionalism’). Since we have been adopting the view that the fundamental parthood relation is not temporally relativized, the ME version of mereological essentialism omits references to time and, for that reason, it is more congenial to four-dimensionalism than it is to three-dimensionalism. However, temporally relativized notions of parthood are easy enough to construe. See Cameron (2009) for more on these distinctions.


� The puzzle is from Chandler (1976), although it seems to originate in Chisholm (1967).


� This is a cross-world reformulation of the puzzle often attributed to the Stoic Chrysippus. See Burke (1994) and Sider (2001, ch. 5) for contemporary discussions.


� In Kripke (1980).


� Kripke himself does not use this type of argument to advocate mereological essentialism. He does claim that if a material object originates in a certain hunk of matter, then it could not have originated in any other matter. However, he offers a different argument in support of that claim, and he does not take himself to be arguing for mereological essentialism, but for the necessity of origin. (See footnote 57 in (1980) for details.) We are not aware of any defence of mereological essentialism in the literature that pursues the Kripkean strategy sketched above. 
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