
Externalism, Self-Knowledge and Memory
This chapter discusses Paul Boghossian’s ‘memory argument’ for the incompatibility of externalism and self-knowledge. The argument raises the question of whether, assuming externalism, the contents of our past thoughts are accessible to us through memory or not. I concede that there is a sense in which memory does not give us access to the contents of our past thoughts if externalism holds. However, I argue that, in the relevant sense, the view that the contents of our past thoughts are inaccessible to memory cannot be used to establish incompatibilism through the memory argument. Drawing on some tools from two-dimensional semantics, I suggest that one of the premises in the argument trades on an ambiguity between two notions of mental content. 

1. Introduction












In this chapter, I will discuss a certain use that has been made of the notion of memory to motivate incompatibilism in the literature on externalism and self-knowledge. Self-knowledge is understood in this literature as the view that our beliefs regarding our thoughts enjoy a special type of epistemic justification; special in that we are not supposed to rely on either reasoning or empirical evidence for such beliefs. Externalism is understood as the view that thinking something is a matter of being related to some objects or substances in our environment (as opposed to having some intrinsic property). We may abbreviate this by saying that the contents of our thoughts ‘depend on’ certain environmental conditions. The incompatibilist position is that externalism and self-knowledge cannot both be correct: How can we have any sort of epistemically special access to the contents of our own thoughts if those contents really depend on our environment? After all, whether we are in, let us say, Earth or Twin Earth, is not something that we can determine without substantial empirical investigation and reasoning.

Paul Boghossian has been a prominent advocate of incompatibilism.
 One of Boghossian’s incompatibilist arguments was originally meant as a response to Tyler Burge’s account of self-knowledge, but the argument has received much attention in its own right. Boghossian’s argument relies on some views about the content of memories, and it has sparked a debate on the proper understanding of memory within an externalist framework.
 In this chapter, I will discuss Boghossian’s ‘memory argument’ and offer a response to it based on a distinction between two types of belief content. I will begin by sketching Burge’s account of self-knowledge. Next, I will examine Boghossian’s argument against it. Then, I will put forward the distinction between two types of belief content. I will introduce the distinction by drawing on some ideas from two-dimensional semantics and, finally, I will apply the distinction between two types of belief content to tackle the memory argument. The conclusion will be that the memory argument cannot be used to bolster incompatibilism in response to Burge’s account of self-knowledge. 

2. Basic self-knowledge and the memory argument 







Tyler Burge’s account of self-knowledge focuses on the special entitlement that we have to beliefs of a particular type.
 Let us consider the class of beliefs expressed by utterances of the form ‘I am thinking that P.’ Following Burge, we may call these beliefs ‘basic self-knowledge.’ Beliefs that amount to basic self-knowledge have a peculiar structure. In basic self-knowledge, the content of my belief about my own thought is partly constituted by the content of that thought which my belief is about. As a result of their peculiar structure, beliefs that qualify as basic self-knowledge are self-verifying in that they are made true just in virtue of being instantiated. Given that I must think that P in order to believe that I am thinking that P (in order, that is, to attribute the thought that P to myself), my belief that I am thinking that P must be true whenever I have it. The self-verifying character of basic self-knowledge is, according to Burge, what entitles us to those beliefs in an epistemically special way: For any proposition P, I can be certain that my belief that I am thinking that P is true just in virtue of having that belief. Other people, by contrast, may believe that I am thinking that P, but their beliefs about my thoughts will not be true just in virtue of their having those beliefs. This is the sense in which beliefs expressed by utterances of the form ‘I am thinking that P’ enjoy the special type of epistemic justification that characterizes self-knowledge.

This account of self-knowledge suggests a straightforward compatibilist proposal. How can we be especially entitled to believe that we have thoughts with certain contents if the contents of those thoughts depend on the environment we are in? The reason why we are entitled to our beliefs about the thoughts that we have is that, whether we are in Earth or Twin Earth, those beliefs are guaranteed to be true. Consider the belief that I would express by uttering ‘I am thinking that water contains hydrogen.’ If I am in Earth, I am expressing the belief that I think that water contains hydrogen. And, in that scenario, I will indeed think that water contains hydrogen, since having such a thought is a necessary condition for me to believe that I am having that thought. Conversely, if I am in Twin Earth, the belief that I am expressing by uttering ‘I am thinking that water contains hydrogen’ is the belief that I think that twater contains hydrogen. And, in that scenario, I will indeed think that twater contains hydrogen. For thinking that twater contains hydrogen is necessary for me to believe that I am thinking it. Either way, then, my belief about the thought that I am having is guaranteed to be true, which is meant to account for my special entitlement to it even if we assume externalism.   

One difficulty with Burge's account concerns our knowledge of our recent mental states. Boghossian points out that nothing in Burge’s account guarantees that if I believe that I was thinking a certain proposition just a moment ago, then I must have been doing so. The point is meant to threaten Burge's account in two ways: First of all, it is intended to reveal that its scope is too narrow, since our entitlement to our beliefs about many of our own thoughts (very recent ones) is left unexplained by the account. Furthermore, on the basis of this shortcoming, Boghossian builds an interesting argument for the more damaging objection that Burge's account cannot even explain our entitlement to beliefs which do qualify as basic self-knowledge.

In order to build this argument, Boghossian relies on a certain view about the nature of knowledge, that is, the ‘relevant alternative’ theory of knowledge.
 According to it, true belief amounts to knowledge if one is able to rule out all the relevant alternatives to what one believes. Whether or not an alternative to what one believes counts as relevant depends on facts about the context in which one’s belief occurs. The thought is that one can possess knowledge in the face of some uneliminated possibilities of error because some of those possibilities are, in the context in which one is placed, not relevant. However, in a different context, those possibilities of error might become relevant, which would require one to rule them out in order to possess knowledge. The possibility that Boghossian is going to use for evaluating Burge’s account of self-knowledge arises within the following ‘slow switching’ scenario: 

Subject S undergoes, unbeknownst to her, a series of switches between Earth and Twin Earth. In every switch, S stays in either Earth or Twin Earth as long as need be for her conceptual repertoire to change completely (Earthian concepts wholly replace Twin Earthian concepts, or vice versa).

Boghossian uses the slow switching scenario to argue for incompatibilism as follows. Consider two times t1 and t2. Suppose that, at t1, S is in Earth having the belief that she would express by uttering ‘I am thinking that water contains hydrogen.’ Suppose that, at t2, S is also in Earth having the belief that she would express by uttering ‘I was thinking that water contains hydrogen.’ Let us stipulate that S does not forget anything between t1 and t2. Thus, S remembers, at t2, what she knew at t1. Is S especially entitled, at t1, to the belief that she is thinking that water contains hydrogen? Burge’s remarks about the self-verifying character of basic self-knowledge suggest that she is. And yet, Boghossian thinks that, despite that feature of basic self-knowledge, S is not especially entitled to her belief at t1. In support of this view, Boghossian offers the following argument:

1. If S forgets nothing between t1 and t2, then what S knows at t1, S knows at t2.

2. S forgets nothing between t1 and t2.

3. At t2, S does not know that she was thinking that water contains hydrogen.

Therefore,

4. At t1, S does not know that she is thinking that water contains hydrogen.

Let us call this the ‘memory argument.’ Premise 1 in the memory argument is supposed to follow from a platitude about memory, namely, that memory stores our knowledge over time.
 Premise 2 is meant to be a stipulation.
 Much of the weight in the memory argument, therefore, is carried by premise 3. 

Premise 3 is motivated by an appeal to the slow switching scenario and the relevant alternative theory of knowledge as follows: Since S finds herself in the slow switching scenario, there is a certain possibility that becomes a relevant possibility of error for S at t2. This is the possibility that S was in Twin Earth at t1, thinking that twater contains hydrogen, and S is now having, while being in Earth at t2, the belief that she would express by saying that she was thinking that water contains hydrogen. Let us refer to this possibility as ‘Switch.’ If Switch is a relevant alternative possibility for S at t2, then S needs to rule it out in order for her belief at t2 to constitute knowledge. But S’s memory does not allow her to rule out Switch at t2, since it does not allow S to discriminate between the thoughts that she actually had at t1 and those which she would have had at t1 if she had been in Switch. Thus, S needs to rely on reasoning in order to rule out Switch; hence premise 3.
 
The conclusion of the memory argument tells us that, in the slow switching scenario, a subject does not know the thoughts that she has in the way required for her to possess self-knowledge. But slow switching scenarios are acknowledged to be common by externalists. Thus, the argument suggests, more generally, that we do not have self-knowledge about the contents of our thoughts if externalism holds. 

It is worth highlighting that, even though the memory argument was originally conceived as a response to Burge’s account of self-knowledge, the argument allows for a broader incompatibilist use. Notice that the argument simply relies on the idea that memory preserves knowledge through time, and the relevant alternative theory of knowledge. Both of these views seem prima facie plausible whether or not one endorses Burge’s self-verification account of self-knowledge. A theorist of self-knowledge might alternatively endorse, for example, an inner-sense account of self-knowledge, a transparency-based account, or an expressivist account of self-knowledge.
 As long as neither the notion of knowledge nor the conception of memory underlying the argument is called into question, such a theorist will have trouble endorsing externalism about mental content in the face of the memory argument. In the next two sections, I will put forward a response to the argument that focuses on the conception of memory presupposed by it.

3. Memory and content









The memory argument raises an analogous question to that of whether the contents of our current thoughts are accessible to introspection (broadly understood as our capacity for self-knowledge; whatever that capacity amounts to) if externalism is right. It raises the question of whether the contents of our past thoughts are accessible to memory if externalism is right. Boghossian’s line of reasoning for premise 3 of the memory argument seems to assume that they are not. The idea that I cannot tell by memory alone whether my past thoughts were, for instance, about water or they were about twater suggests that I do not have access to the contents of my past thoughts through memory if externalism is right. For if memory did give me access to the contents of my past thoughts, then it should allow me to discriminate between my past thoughts about water and my past thoughts about twater. And yet, we are told, memory does not allow me to carry out such discriminations. Thus, Boghossian’s strategy in the memory argument seems to be that of using, as a foothold, the view that the contents of our past thoughts are inaccessible to memory if externalism holds in order to eventually lift himself to the conclusion that the contents of our current thoughts are inaccessible to introspection if externalism holds. 

My aim in this section is to pull apart two strands of our notion of mental content that seem to be responsible for the idea that I cannot tell by memory alone whether my past thoughts were about water or they were about twater. The main intuition behind this idea seems to be that if I had been in Twin Earth in the past, then what I would have thought in the past would have been different from what I did think. And yet, what I would now remember having thought in the past would be the same. Why is that? Presumably, the reason is that the contents of our memories do not depend on past environmental conditions; conditions that obtained at the time that those memories were formed. If there is no such dependence, then it does seem natural to think that, even if those environmental conditions which obtained at the time that I had my thoughts in the past had been different from what they actually were, what I would now remember thinking at the time would have been the same.
 I will argue that, in a sense, the contents of my past thoughts would have differed depending on whether, in the past, I was having my thoughts in Earth or Twin Earth. And, in a sense, those differences would admittedly not be reflected in the contents of my current memories. But those are, I will claim, two different types of mental content. By distinguishing these two types of content, we will be able to clarify the precise role that memory plays in Boghossian’s incompatibilist argument. For the sake of simplicity, I will concentrate on the case of belief content, though the distinction should generalize to the contents of other mental states provided that those contents can be cashed out in terms of satisfaction conditions. 

Two types of belief content can be differentiated by using a distinction that is present in the literature on two-dimensional semantics.
 The main idea in two-dimensionalist frameworks is the distinction, for any utterance or belief, of the context where it occurs from the context relative to which it is to be evaluated. In the case of belief, the distinction may be drawn as follows. We take beliefs to be mental states of the type that can be evaluated as true or false. For each belief, then, there are conditions under which it is true and conditions under which it is false (for short, ‘truth-conditions’ of it). Thus, it is reasonable to think that if you want to know what the content of a belief is, you should ask yourself what its truth-conditions are. The main tenet of this section is that there are two kinds of truth-conditions that can arguably be used to specify the content of a belief. To capture this distinction, it will be convenient to represent the truth-conditions of beliefs by means of certain abstract objects, namely, propositions. For the purposes of our discussion in this chapter, I will construe propositions as sets of possible worlds. 
If we think of propositions as sets of possible worlds, we can individuate one kind of truth-conditions for an occurrent belief by reference to the proposition that only contains those possible worlds such that, if the belief in question had occurred there, it would have been true of that world. Let us call this type of truth-conditions, the ‘subjective content’ of the belief. We can also individuate a different kind of truth-conditions for the occurrence of the belief by reference to the proposition that only contains those possible worlds such that the state of affairs that is needed to make the belief true in the world in which the belief actually occurs obtains in those worlds. Let us call this type of truth-conditions, the ‘objective content’ of the belief.
 
To illustrate the distinction, consider the following example. In possible world W1, I am lost in the university campus on 1/1/13. A fire has started in the Napier building and, unbeknownst to me, I am located inside that building. Suddenly I see a lot of smoke in the building and, at a time that happens to be noon, I form the belief that I would express by uttering ‘there is a fire here.’ Not wanting to die, I immediately run out of the building. Let us also stipulate that, in W1, no other fire is taking place on campus. In the terminology introduced above, the objective content of the belief that I have in W1 is constituted by the proposition that only contains those worlds in which there is a fire in the Napier building on 1/1/13 at noon (whether I am in those worlds, having the belief in question, or not). By contrast, its subjective content is constituted by the proposition that only contains those worlds in which, at the time that I have my belief, I am located at a place where there is a fire (whether there is a fire in the Napier building on 1/1/13 at noon, or not).
It is easy to appreciate the difference between the objective content of my belief in W1 and its subjective content by considering two other possible worlds, W2 and W3. In both W2 and W3, I suddenly see a lot of smoke on 1/1/13 at noon, and I have a belief that I would express by uttering ‘there is a fire here.’ However, in both W2 and W3, I am not in the Napier building at that time. Unbeknownst to me, I am instead, let us say, in the Hughes building. The difference is that, whereas in W2, there is no fire there but there is a fire in the Napier building, in W3, there is a fire in the Hughes building but there is no fire in the Napier building. It seems that W2 belongs to the objective content of the belief that I have in W1, since there is a fire in the Napier building on 1/1/13 at noon in W2. But W2 does not belong to the subjective content of the belief that I have in W1, since that belief occurs in W2 at a place and a time at which there is no fire. Conversely, W3 does not belong to the objective content of the belief that I have in W1, since there is no fire in the Napier building on 1/1/13 at noon in W3. But W3 does belong to the subjective content of the belief that I have in W1, since that belief occurs in W3 at a place and a time at which there is a fire.

Now, how does the distinction between objective and subjective content illuminate the question of whether the contents of my past thoughts are accessible to memory if externalism holds? The distinction helps us pull apart a sense in which, assuming externalism, the contents of my memories depend on past environmental conditions from a sense in which they do not. And, by doing so, it will allow us to isolate the precise sense in which I cannot tell by memory alone whether my past thoughts were about water or they were about twater. 
Let us consider, first of all, the sense in which the contents of our memories depend on past environmental conditions assuming externalism. Suppose that, in the three possible worlds that we have considered, I am on 1/1/14 now, and I remember the reason why I once had to run out of a university building. The memory that, in all those worlds, I have on 1/1/14 is, then, a belief that I would express by uttering ‘there was a fire there.’ Now consider the objective content of that memory in W1 in particular. What is needed for my memory to be accurate in W1 is that, on 1/1/13 at noon, there is a fire in the Napier building. Whether I remember those details or not, my memory causally originates on a belief through which I originally referred to that place and that time. And the fact that my memory bears a causal relation to that belief is enough to secure the reference of my memory to a fire in the Napier building on 1/1/13 at noon. That event, whether I can describe it in those terms or not, is what it takes for my memory to be correct in W1. Thus, the objective content of my memory contains those possible worlds in which there is a fire in the Napier building on 1/1/13 at noon. 
Notice that the objective content of my memory in W1 and the objective content of the belief on which that memory originates coincide in this example. This is what we should expect. For if the reference-fixing mechanism of our memories is parasitic on that of our original beliefs in the way that has just been alluded to, then, for any memory, the possible worlds which that memory is true of will always turn out to be those possible worlds which its corresponding original belief was true of. The upshot of these considerations, therefore, is that the objective contents of our memories are identical with the objective contents of the beliefs on which those memories originate. There is, therefore, a sense in which the contents of our memories do depend on past environmental conditions if externalism is right: The objective contents of our memories depend on them, since they are identical with the objective contents of our corresponding past thoughts, and those depended on environmental conditions in the first place.

Let us now consider the sense in which the contents of our memories do not depend on past environmental conditions. Take, once again, the possible world W1 in which, on 1/1/14, I remember why I once had to run out of a university building. I remember it by having a belief that I would express by uttering ‘there was a fire there.’ What is the subjective content of that memory? My memory would be true if it occurred in a certain range of possible worlds, namely, those possible worlds in which the memory originates on the belief that I would express by uttering ‘there is a fire here’ in the past, and there is a fire at the place and the time at which I am having that belief; whatever that place and that time is. The subjective content of my memory in W1, therefore, is the proposition that only contains those possible worlds.
 Compare that proposition, now, to the subjective content of a different memory. This is the memory that I have in, let us say, W3 when, in that world, I have the belief that I would express by uttering ‘there was a fire there’ on 1/1/14. It seems that my memory in W3 would also be true if it occurred in those possible worlds in which it originates on the belief that I would express by uttering ‘there is a fire here’ in the past, and there is a fire at the place and the time at which I am having that belief. Thus, it seems that the subjective content of my memory in W1 and that of my memory in W3 coincide. 
And yet, the objective contents of the beliefs on which my W1 and W3 memories originate are different. As we have seen, in virtue of the fact that my original belief in W1 takes place in the Napier building, its objective content is constituted by the proposition that only contains those worlds in which there is a fire in the Napier building on 1/1/13 at noon. But the objective content of my original belief in W3 seems to be constituted by the proposition that only contains those possible worlds in which there is a fire in the Hughes building on 1/1/13 at noon. For that is the building in which my original belief took place in W3. There is, therefore, a sense in which the contents of our memories do not depend on past environmental conditions even if externalism is right: The subjective contents of our memories are not sensitive to past environmental conditions even if, in accordance with externalism, the objective contents of the past thoughts on which those memories originate are indeed sensitive to such conditions. This proposal about the subjective content of memories squares with the intuition that I cannot tell through memory alone whether, when I had a belief that I would have expressed by uttering ‘there is a fire here’, my past belief was about a fire in the Napier building at noon, or it was about a fire in some other building at some other time. For if the proposal is right, there is indeed a sense in which the memories that I would now have in each of the two possible situations would be the same, namely, my memories would have the same subjective contents. 
Thus, the distinction between the objective and subjective contents of our past beliefs, as well as those of our resulting memories, yields a precise sense in which the contents of our past beliefs are inaccessible to memory: They are inaccessible in that, when our beliefs are preserved by memory, there are environmental conditions other than those in which our beliefs actually took place such that, if they had obtained, the objective contents of our past beliefs would have been different. And yet, the subjective contents of our resulting memories would have been the same. What remains to be seen, however, is whether the view that the contents of our past beliefs are inaccessible to memory, thus understood, can be used to motivate premise 3 in the memory argument. Let us therefore approach the memory argument with the distinction between objective and subjective content in mind now.     
4. The memory argument revisited








Recall Boghossian’s line of reasoning in the memory argument. A subject S who is in a slow switching scenario may, at a time t1, be in Earth having the belief that she would express by uttering ‘I am thinking that water contains hydrogen.’ And, at a later time t2, S may also be in Earth having the belief that she would express by uttering ‘I was thinking that water contains hydrogen.’ Assume that to be the actual situation. In that situation, Boghossian argues, S does not know, at t2, that she was thinking that water contains hydrogen. And this, in turn, is meant to show that S did not know, at t1, that she was thinking that water contains hydrogen. For if S had possessed that knowledge at t1, memory would have made it available to her at t2, and we can stipulate that S has not forgotten anything between t1 and t2. Thus, S lacks self-knowledge if she is in a slow switching scenario. But such scenarios are supposed to be pervasive if externalism holds. Thus, S lacks self-knowledge if externalism holds.  
The distinction between objective and subjective content may shed some light on what is problematic about this argument. Specifically, the distinction reveals a difficulty with the premise that S does not know, at t2, that she was thinking that water contains hydrogen. The reason why S is supposed to lack that knowledge at t2 is that S is in a slow switching scenario. That scenario is intended to make a certain possible situation a relevant possibility of error for S when she believes, at t2, that she was thinking that water contains hydrogen. The possible situation in question is possible situation Switch, in which S is, at t1, thinking that twater contains hydrogen in Twin Earth and, at t2, S is in Earth, having the belief that she would express by saying that she was thinking that water contains hydrogen. Since S’s memory does not allow her to tell apart Switch from the actual situation in which she was in Earth at t1, S cannot rule out Switch without relying on reasoning. And, for that reason, at t2 S lacks the type of non-inferential knowledge that qualifies as self-knowledge. This was essentially the rationale for premise 3 in the memory argument. 

My contention is that Switch is not a relevant alternative possibility which S has failed to rule out when S believes, at t2, that she was thinking that water contains hydrogen. In order for a possible situation to constitute a relevant alternative possibility which S has not ruled out when S has her belief at t2, the possibility in question must be such that if it obtained, then S would be mistaken in her belief. And in order for S’s belief to be mistaken at t2, what S remembers at t2 to have thought in the past must be different from what she did think at t1. As Boghossian sees it, possibility Switch does meet those requirements. For if Switch had obtained, then S’s belief at t2 regarding her past thought would have been false: What S thought at t1 would have been different, and yet S’s memory of what she thought would have been the same. That is why, on Boghossian’s view, S has not been able to rule out Switch at t2. 

Let us look more closely, however, at the claim that if S had been in Twin Earth at t1, then what S thought at t1 would have been different, and yet S’s memory of what she thought would have been the same. I suggest that the plausibility of this claim trades on an ambiguity concerning the notion of ‘what S thought’; an ambiguity that can be dispelled by using the distinction between objective and subjective content. There is a sense of ‘what S thought’ in which if Switch had obtained, then what S thought at t1 would have been different, and there is a sense in which S’s memory of what she thought would have been the same. But those are, I propose, different senses of the expression ‘what S thought.’ With that expression, we may either refer to the subjective content of S’s thought at t1, or refer to the objective content of S’s thought at t1. In the former case, it seems correct to say that, had Switch been the case, what S remembers at t2 to have thought in the past would have been the same. However, what S thought at t1, in the relevant sense, would have been the same too. In the latter case, it seems right to say that, had Switch been the case, what S thought at t1 would have been different. However, what S remembers at t2 to have thought in the past, in the relevant sense, would have been different as well. Let me explain.
Consider the thought that, in the situation assumed to be actual within the memory argument, S would express with ‘water contains hydrogen’ at t1 while being in Earth. What is S thinking with that thought? The objective content of S’s thought seems to be the set of possible worlds in which H2O (the transparent, odorless, tasteless liquid that actually fills rivers and seas in the environment in which S has her thought) contains hydrogen. The subjective content of S’s thought, by contrast, seems to be the set of possible worlds in which S is having her thought in an environment in which the transparent, odorless, tasteless liquid that fills rivers and seas contains hydrogen. Is what S actually thinks at t1 different, then, from what S would have thought at t1 in Switch? It depends on whether we focus on the objective content of S’s thought, or its subjective content.
Take the thought that S would have expressed with ‘water contains hydrogen’ at t1 if S had been in Switch. The subjective content of that thought is the set of possible worlds in which S is having that thought in an environment in which the transparent, odorless, tasteless liquid that fills rivers and seas contains hydrogen. Thus, the subjective content of S’s actual thought at t1 and that of her thought in Switch at t1 do not differ. If we construe the notion of ‘what S thought’ in terms of subjective content, therefore, it seems incorrect to say that if S had been in Switch when she had the thought that she would express by uttering ‘water contains hydrogen’ at t1, she would have thought something different from what she actually thought at t1. The upshot is that, in this case, Switch does not constitute a relevant alternative possibility which S has failed to rule out at t2 because, as far as the subjective content of S’s thought at t1 is concerned, it constitutes no alternative at all. 
What about the objective content of the thought that S would have expressed with ‘water contains hydrogen’ at t1 if S had been in Switch? The objective content of it is the set of possible worlds in which XYZ (the transparent, odorless, tasteless liquid that actually fills rivers and seas in the environment in which S has her thought) contains hydrogen. Thus, the objective content of S’s actual thought at t1 and that of S’s thought in Switch at t1 do differ. If we construe the notion of ‘what S thought’ in terms of objective content, therefore, it seems correct to say that if S had been in Switch when she had a thought that she would express by uttering ‘water contains hydrogen’ at t1, she would have thought something different from what she actually thought at t1. Hence, it is tempting to think that the possibility that S might have been in Twin Earth at t1 is, as Boghossian claims, a relevant alternative possibility which S has failed to rule out when she has her belief at t2. 
However, we should resist that temptation. For it turns out that S is in fact ruling out Switch at t2. The reason is that, in Switch, S’s memory of what she thought in the past matches what S did think at t1. We have seen that, in Switch, what S thinks at t1 (in the sense of the expression that concerns objective content) can be captured by the proposition that contains those possible worlds in which XYZ contains hydrogen. Consider now S’s memory of what she thought in the past, that is, the belief that she would express at t2 by saying that she was thinking that water contains hydrogen. What is the objective content of that memory in Switch? As we saw in section 3, memories inherit their objective contents from those beliefs on which they originate. Let us turn our attention, therefore, to the belief on which S’s memory originates in Switch. 
In Switch, S’s memory originates on a belief of the type that Burge labelled ‘basic self-knowledge.’ It is the belief that, at t1, S would express with an utterance of the form ‘I am thinking that water contains hydrogen.’ To determine what the objective content of that belief was at t1 in Switch, recall that, in basic self-knowledge, what a subject believes to be thinking incorporates as part of it, as it were, what she is thinking. It seems, then, that the objective content of S’s belief about her own thought at t1 should bear the same kind of relation to the objective content of that thought, whether S is in Earth at t1 or not. This consideration suggests that, in Switch, the objective content of the belief that S would express by uttering ‘I am thinking that water contains hydrogen’ at t1 is constituted by the set of possible worlds in which, at t1, S is thinking a thought with a certain objective content. What content specifically? It is the objective content of the thought that, in Switch, S would express at t1 by uttering ‘water contains hydrogen’, namely, the set of possible worlds in which XYZ contains hydrogen. 
Now, the reason why, in Switch, S has been able to report at t2 what she thought in the past is that her piece of basic self-knowledge has been preserved by memory from t1 to t2. As a result, the objective content of her memory at t2 is, in Switch, identical with the objective content of her original piece of basic self-knowledge; the set of possible worlds in which S is thinking, at t1, a thought with the content constituted by the set of possible worlds in which XYZ contains hydrogen. That is, in other words, what S remembers at t2 to have thought (in the sense of the expression that concerns objective content) when she is in Switch. But notice that Switch belongs to the objective content of that memory. Switch is one of the possible situations in which S did have, at t1, a thought with the content constituted by the set of possible worlds in which XYZ contains hydrogen. Thus, in the possible situation in which S is in Twin Earth at t1 and, at t2, S is in Earth remembering what she thought, there is a match between what S thought at t1 and what S remembers at t2 to have thought in the past. The upshot is that possibility Switch is indeed a relevant possibility of error for S at t2 since, in that possible situation, the objective content of S’s thought at t1 would have been different from that of her actual thought at t1. But it is not a possibility of error which S has failed to rule out at t2 since, in that possible situation, what S would believe at t2 to have thought in the past would turn out to be correct.
      
The outcome of our discussion in this section is that, when S believes at t2 that she thought that water contains hydrogen, the possibility that she might have been in Twin Earth at t1 is not a relevant alternative possibility which S has failed to rule out. This outcome casts doubt on the plausibility of premise 3 in the memory argument. For the main consideration in support of the view that S does not know, at t2, that she was thinking that water contains hydrogen is that, at t2, S is not in a position to rule out the possibility that she might have been thinking that twater contains hydrogen at t1. If the possibility in question is not a relevant alternative possibility which S has failed to rule out when she has her belief at t2, then it is hard to see why we should challenge S’s knowledge at t2. The moral from our discussion of the memory argument, therefore, seems to be that premise 3 in Boghossian’s argument is in need of further support. 
5. Conclusion











The two-dimensionalist approach to the memory argument does more than just identifying the weakness in the grounds provided for premise 3 in the memory argument. It also provides an explanation for why, at first glance, premise 3 seems true to us. Premise 3 seems true because the idea that the contents of my past thoughts are inaccessible to memory if externalism is right does make sense. But, as we saw at the end of section 3, the idea makes sense because it involves two different types of content: The contents of my past beliefs are inaccessible to memory in that, when my beliefs are preserved by memory, there can be differences in the objective contents of my past beliefs due to alternative environmental conditions which would not generate differences in the subjective contents of my resulting memories. What we have seen in section 4 is that, once the operative notion of content is disambiguated, the inaccessibility idea loses its appeal. If we employ the notion of objective content throughout the memory argument, then it is false that, when my beliefs are preserved by memory, there can be differences in the contents of my past beliefs due to alternative environmental conditions which would not generate differences in the contents of my resulting memories. For my memories inherit their objective contents from my corresponding original beliefs. And if we only employ the notion of subjective content to run the argument, then it is also false that, when my beliefs are preserved by memory, there can be differences in the contents of my past beliefs due to alternative environmental conditions which would not generate differences in the contents of my resulting memories. For differences in past environmental conditions would not affect the subjective contents of my original beliefs in the first place. The diagnosis of the memory argument provided by the two-dimensionalist approach, therefore, explains why the argument fails to establish incompatibilism. And, importantly, it also explains why the argument can mislead us into thinking that incompatibilism has been established.
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� See Boghossian (1989) and McKinsey (1995) for the two main defenses of incompatibilism.


� Some of the relevant literature can be found in Ludlow and Martin (1998). The type of memory that is relevant for this debate is semantic (or factual) memory, as opposed to episodic (or experiential) memory. Semantic memory is the type of memory that one has when one remembers a fact that one learnt in the past. Episodic memory is the type of memory that one has when one remembers a fact that one experienced in the past. Whereas episodic memories are quasi-perceptual experiences, semantic memories are beliefs; beliefs that were acquired in the past and have been maintained up to the present time by memory. As we will only be concerned with semantic memories in what follows, I will occasionally refer to memories as beliefs. Hopefully this will cause no confusion. 


� For details of Burge’s account of self-knowledge and his compatibilist proposal, see his (1988).


� On relevant alternatives, see Fred Dretske (1999).


� There is a version of the slow switching scenario in which S’s conceptual repertoire is enlarged to include both Earthian and Twin Earthian concepts. I will need to leave this version of the scenario aside for reasons of space.


� The reconstruction of the argument is due to Peter Ludlow in his (1995).


� However, the premise has been challenged, for example, in Brueckner (1997). 


� And yet, this premise has also been challenged. For an illuminating discussion of the notion of forgetting, see Nagasawa (2002). 


� Notice that, strictly speaking, the claim motivated by these considerations cannot be that, at t2, S does not know that she was thinking that water contains hydrogen. After all, S might be able to reason her way to the conclusion that she is not in Switch. Premise 3 therefore needs to be read as the weaker claim that S does not have, at t2, the kind of knowledge that qualifies as self-knowledge, namely, non-inferential a priori knowledge.  


� For an in-depth discussion of the various approaches to self-knowledge, see Gertler (2011).


� See Goldberg (2005) for an attack on the memory argument that focuses instead on the notion of knowledge involved in the argument.


� There is a certain tension between Boghossian’s position here and his position about the contents of memory in the context of a different argument for the incompatibility of self-knowledge and externalism. The argument in question (1992a, 1992b, 1994) is aimed at showing that externalism is incompatible with the view that we have a priori knowledge of whether an argument is logically valid or not. A subject in a slow-switching scenario, the argument goes, may see Luciano Pavarotti bathing in Lake Taupo while being in Earth. Later, while being in Twin Earth, she may see twin Luciano in a concert. Suppose that the day after the concert, the subject has two memories; one formed in Earth and another in Twin Earth. She would express them by uttering, respectively, ‘Pavarotti once swam in Lake Taupo’ and ‘The singer I heard yesterday is Pavarotti.’ And, on the basis of those two beliefs, the subject infers that the singer she heard yesterday once swam in Lake Taupo. Boghossian claims that, even though the inference will appear valid to this subject, it isn’t. For the first premise expresses a memory about Luciano Pavarotti whereas the second premise expresses a memory about twin Luciano (1992a, 22). Notice that this is only true if, assuming externalism, the contents of our memories depend on environmental conditions that obtained at the time that those memories were formed. But if this is the correct externalist way of construing the contents of memories, then it is hard to see why, in the memory argument, I cannot tell by memory alone whether my past thoughts were about water or they were about twater. After all, my memories of what I was thinking at the time should be different in each case.       


� The two dimensionalist framework is aimed at reconciling some convincing metaphysical and semantic views put forward by Saul Kripke in (1980), and some apparently conflicting, though equally appealing, views about the epistemology of modality. Kripke proposed that expressions such as indexicals, demonstratives, proper names and natural kind terms designate the same thing with respect to every possible world. As a result, any true identity formulated with terms of those kinds is necessary. However, many of them (such as ‘Hesperus is Phosphorus’ or ‘Water is H2O’) appear to be contingent. This conflicts with the prima facie plausible idea that we have a reliable access to possible worlds: If our epistemic access to counterfactual situations is trustworthy, then why are we prone to such modal illusions? Two-dimensional semantics tries to build a notion of meaning that accounts for this fact. There are, however, a number of different versions of two-dimensionalism, most of which have other interesting applications as well. Chalmers (2006) offers a useful taxonomy of various two-dimensionalist systems.


� The distinction is not new. It is essentially David Chalmers’s distinction between the ‘subjunctive’ and ‘epistemic’ intensions of a thought in (2002). 


� The claim that our memories inherit their objective contents from those beliefs on which they originate fits nicely with the view, put forward by Tyler Burge in his (1993), that memory preserves the contents of our beliefs through time. (See, however, note 16 for the main difference with the view offered here.)


� Recall that the subjective content of the belief on which my memory originates is constituted by the proposition that only contains those worlds in which, at the time at which I have that belief, I am located at a place where there is a fire. It seems, then, that the subjective content of my belief is different from the subjective content of the memory that derives from it, simply because my memory provides me with more information than my original belief did. Not only does my memory tell me about a fire, but it also tells me that I now believe something about a fire because I formed that belief in the past. With regards to subjective content, therefore, memory does not seem to perform a purely preservative function. Instead, it seems to perform a generative function. (See note 15 for the contrast with memory for objective content.)


� This is essentially the compatibilist line adopted by Kevin Falvey and Joseph Owens in (1994, 116-118). Notice that if one works with the notion of objective content exclusively, then all that is needed in order to defend Burge’s account of self-knowledge from the memory argument is two things; Burge’s idea that memory preserves the contents of our beliefs over time, and his idea that, in basic self-knowledge, the contents of our beliefs about our own thoughts are partly constituted by the contents of those thoughts which our beliefs are about. However, this line of defense is not enough to account for the intuitive appeal of premise 3 in the memory argument. To explain why it seems right to think that memory does not give us access to the contents of our past thoughts if externalism holds, one needs to appeal, as we saw in section 3, to a combination of the notions of objective and subjective content.       
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