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The purpose of this essay is to propose a way of dissolving the puzzle of externalism and self-knowledge. The position defended here is that, properly understood, externalism and privileged access are compatible. The diagnosis of the puzzle that is put forward is that a confusion of two distinct notions of mental content makes privileged access and externalism to appear independently compelling and jointly implausible. A main goal of the essay is to reveal that confusion by using a distinction that is present in the literature on two-dimensional semantics. The conclusion is that externalism is a metaphysical view about a certain kind of mental content, privileged access is an epistemological view about a different kind of content and, thus understood, they are compatible. I offer a response to the two main incompatibilist arguments by Michael McKinsey and Paul Boghossian along these lines.

1. The puzzle












My purpose in this essay is to suggest a way of dissolving the puzzle of externalism and self-knowledge. For the sake of simplicity, I will only be concerned with externalism about and privileged access to the content of our beliefs. The puzzle is essentially the following. Suppose that externalism is correct. That is, suppose that believing something is a matter of being related to certain objects or substances in one’s environment, as opposed to having a certain intrinsic property. (I will be abbreviating this by saying that the content of one’s beliefs ‘depends on’ factors that are part of one’s environment.) This is the view motivated by Hilary Putnam’s well-known Twin-Earth tale.
 Also, notice that we all seem to have beliefs about what we believe that enjoy a special kind of justification.
 It is special in that it is different from the kind of justification that anybody else’s beliefs about our own beliefs may have in two respects: We do not need to rely on reasoning in order to be entitled to belizefs about our own beliefs, and we do not have to rely on empirical evidence either. Now, how is that possible given externalism? How can we have privileged access to the content of our own beliefs if it really depends on the environment we are in? After all, whether we are in, say, Earth or Twin-Earth, is not something we can determine without substantial empirical investigation and reasoning. This is the puzzle of externalism and self-knowledge. This puzzle has been raised in support of the view that externalism makes privileged access impossible, which I shall refer to as ‘incompatibilism’.

Let us formulate the two views that the incompatibilist takes to be in conflict as follows:

PA
We have privileged access to the content of our own beliefs.

EXT
The content of our beliefs depends on factors that are part of our environment.

The moral that the incompatibilist draws from the puzzle above is, then, the following:

INC
If the content of our beliefs depends on factors that are part of our environment, then we

have no privileged access to the content of our own beliefs.

The dilemma that INC is meant to generate is that both EXT and PA seem to be grounded on strong intuitions about the metaphysics and epistemology of mind. Yet, it is obvious that if INC is correct, then either PA or EXT should be dropped.

The position I shall defend here is that, properly understood, externalism and privileged access are compatible. Why ‘properly understood’? Because there are readings of PA and EXT that make INC true, but I shall argue that none of them is such that PA and EXT are plausible under that reading. More specifically, my diagnosis of the puzzle is that a confusion of two distinct notions of mental content makes PA and EXT appear independently compelling and yet jointly implausible. My main goal in this essay is to reveal that confusion by using a distinction that is present in the literature on a certain semantics framework, namely, two-dimensional semantics.

Two-dimensionalist frameworks were originally devised to deal with the semantics of indexicals.
 Their basic idea is the distinction, for any given utterance or belief, of the context where it occurs from the context where it is to be evaluated. (Hence the term ‘two-dimensional’ semantics.) There is a variety of distinctions regarding linguistic content that have been drawn in discussions concerning the semantics of indexicals. Thus, John Perry distinguished what he called the proposition expressed by an utterance from the proposition ‘created’ by it.
 Along (roughly) similar lines, Robert Stalnaker distinguished the proposition expressed by an utterance from the ‘diagonal proposition’ associated with it.
 And, more recently, David Chalmers has drawn a similar distinction that concerns mental content, namely, the distinction between what he calls the ‘subjunctive’ and ‘epistemic’ intensions of a thought.
 This is the closest distinction in the literature to the distinction that I shall draw here between what I will call the ‘objective’ and ‘subjective’ content of a belief. A difference between the two distinctions is that I shall draw it by building up on the idea that truth-conditions are relative. This was the reason to coin some new terminology. Let me emphasize, though, that I do not take the main contribution of this essay to be the characterization of the distinction between subjective and objective content. (After all, cognates of the notion of subjective content have already been invoked in the two-dimensionalism literature for various purposes.) What I take to be the contribution of this essay to the discussion of externalism and self-knowledge is the use of this distinction to illuminate what is wrong with incompatibilism.

Essentially, I shall argue that externalism and privileged access are views about different kinds of content. On the one hand, externalism is plausible enough for one kind of mental content (what I shall call ‘objective content’) but, I will suggest, we do not have reasons to think that we enjoy privileged access to this kind of content of our thoughts. On the other hand, the privileged access view is plausible enough when it concerns a different kind of mental content (what I shall call ‘subjective content’), but the Twin-Earth scenarios that we would use in order to motivate externalism do not make externalism persuasive enough when it comes to this kind of content. What incompatibilism then comes down to is whether externalism regarding objective content makes privileged access to the subjective content of our thoughts impossible. I will argue that it does not.

In the second section, I shall present the two main arguments that Paul Boghossian and Michael McKinsey have produced in support of INC. In the third section, I shall distinguish the two semantic properties of beliefs that I will call ‘objective’ and ‘subjective’ content. I will motivate this distinction with the help of a thought-experiment that concerns indexical thought. In the fourth section, I shall distinguish two possible readings of PA and EXT (depending on whether we read ‘content’ there as objective or subjective content) and four possible readings of INC that they yield. I will grant some of them. The reason is that they are uninteresting: Which variety of incompatibilism is worth pursuing depends on which varieties of externalism and privileged access we should focus on. And that, in turn, depends on which varieties of privileged access and externalism are intuitive enough when considered independently from each other. Thus, privileged access will be discussed in the fifth section, where I will argue that we have privileged access to the subjective content of our own beliefs, but not to their objective content. In the sixth section, I shall consider two varieties of externalism, namely, externalism regarding objective content and externalism regarding subjective content. I shall endorse the former variety of externalism but reject the latter. Importantly, I shall also point out that the former kind of externalism is compatible with privileged access to the subjective content of our own beliefs. In the seventh section, I will propose a way of blocking the incompatibilist arguments by Boghossian and McKinsey by using the distinction between objective and subjective content. Finally, in the eighth section, I will revisit the original puzzle and conclude that it can be dissolved by sharpening the notion of belief content involved in it. My conclusion will be the following: On the one hand, when incompatibilism is correct, then it is uninteresting. For it concerns some variety of either privileged access or externalism that, for independent reasons, we do not find compelling. And, on the other hand, when incompatibilism is concerned with those varieties of externalism and privileged access that should be at stake, then it is implausible. 

2. Articulating the incompatibilist intuition: Boghossian and McKinsey on self-knowledge


There are two characteristic features of privileged access to our own beliefs: Other people need empirical evidence in order to attribute a given belief to us, and they need to infer the proposition that we have the belief in question from that evidence. Evidently, we do not need to do that in order to know what we are thinking. To abbreviate, privileged access is non-inferential and it is a priori. Now, each of the two main arguments for INC focuses on one of those two features of privileged access. On the one hand, Paul Boghossian has argued that externalism makes non-inferential access to our own mental states impossible.
 On the other hand, Michael McKinsey has tried to draw some counter-intuitive conclusions from the assumptions of externalism and the view that we have a priori access to our own mental states.
 Let us consider Boghossian’s and McKinsey’s arguments in order.  

Paul Boghossian has been one of the prominent advocates of the view that externalism is incompatible with privileged access. To be precise, what Boshossian argues is that externalism makes non-inferential access to our own mental states impossible. So what he wishes to establish is the following claim:

INF

If externalism is correct, then we do not know the content of our own beliefs

non-inferentially. 

Boghossian’s argument for INF relies on a certain view of the nature of epistemic justification, namely, the ‘relevant alternative’ theory of knowledge.
 According to this theory, true belief amounts to knowledge if one is able to rule out all the relevant alternatives to what one believes. Whether or not an alternative to what one believes counts as relevant depends on facts about the context where one’s belief occurs. Thus, according to a popular example, if you are in a zoo looking at the animals inside a cage with the sign ‘Zebras’ next to it, you can know that the animals in there are zebras even if you do not know that they are not cleverly disguised mules. The point here is that one can possess knowledge in the face of some uneliminated possibilities of error because some of those possibilities are, in the context where one is placed, not relevant. The use that Boghossian makes of the relevant alternative theory of knowledge is the following.
  First, Boghossian asks us to imagine the following scenario (let us call it the ‘Slow Switching scenario’): 

Subject S undergoes, unbeknownst to her, a series of switches between Earth and Twin Earth. In every switch, S stays in either Earth or Twin Earth as long as need be for her conceptual repertoire to change completely (meaning that Earthian concepts wholly replace Twin Earthian concepts, or vice versa).

Then, Boghossian argues along the following lines. Suppose that subject S believes that water contains hydrogen. Subject S would not be non-inferentially entitled to believe that she believes that water contains hydrogen, though. Here is why.

1 If externalism is correct, then the Slow Switching scenario is possible. 

2 In the Slow Switching scenario, S’s believing that twater contains hydrogen is a relevant alternative to her believing that water contains hydrogen.

3 Thus, S needs to rule out the possibility that she is believing that twater contains hydrogen in order to know that she believes that water contains hydrogen.

4 But ruling out a relevant alternative requires reasoning. 

Consequently,

5 S does not know, non-inferentially, that she believes that water contains hydrogen.

The obvious implication is that we can move from 5 to INF, which basically concludes Boghossian’s argument. 

Michael McKinsey has put forward a different influential argument for the claim that externalism is incompatible with privileged access. More specifically, McKinsey argues for the claim that externalism makes a priori knowledge of the content of our own beliefs impossible. 

McKinsey’s argument is a reductio ad absurdum of the assumption that externalism and privileged access are compatible. Consider our subject S believing, in Earth, that water contains hydrogen, and suppose that the theses of externalism and privileged access are both correct. If privileged access is correct, then S can know a priori that she believes that water contains hydrogen. Furthermore, if externalism is correct, then there is a set of environmental conditions that must obtain given the fact that S believes that water contains hydrogen, since certain conditions in S’s environment partly individuate the content of her belief.  Let E be the proposition that the relevant environmental conditions obtain. Since E is a proposition about the environment, E can only be known, it is claimed, a posteriori.

Thus, if externalism and privileged access are correct, then there is a proposition E such that:

1
S can know that she believes that water contains hydrogen a priori.

2
The proposition that S believes that water contains hydrogen entails that E.

3
One can only know that E is the case a posteriori.

Now, according to McKinsey, if externalism is correct, then we must be able to know that purely a priori. In other words, externalism must be the thesis that the occurrence of certain mental properties conceptually implies the existence of some objects that are external to the subject of those properties. Otherwise, McKinsey claims, externalism would be a trivial thesis. If that is correct, then 2 is a claim that S could know a priori, thanks to reflection on the relevant arguments for externalism. Thus, according to McKinsey, the following claim also follows from the assumptions of externalism and privileged access:

4
S can know that 2 is correct a priori. 

So a subject who knows the arguments for externalism may know a priori that, if she has a belief with a certain content, then certain environmental conditions obtain. But that means that the subject in question could use this piece of knowledge and her a priori knowledge of the content of her own belief to gain, by inference, the a priori knowledge that the appropriate environmental conditions obtain. That is precisely how S could gain a priori knowledge that E is the case. But it is claimed that this is absurd, since E is a proposition about S’s environment and, therefore, a proposition that can only be known to be the case by empirical investigation. Essentially, McKinsey’s argument is then that the conjunction of privileged access and externalism yields 1-4 and yet the conjunction of 1 and 4 is inconsistent with 3. 

I intend to show that a confusion between two varieties of belief content underlies both of these arguments. This will provide us with a unifying response to incompatibilism. I shall build this line of response in the next four sections of the essay. Then, we shall return to Boghossian and McKinsey’s arguments armed with some useful distinctions. Let us now turn to the most important of them, namely, the distinction between two varieties of belief content. 

3. Varieties of belief content 










The basic pre-theoretical intuition about belief content is that beliefs are representational states. A subject represents the world in a certain way in virtue of having a certain belief. And the notion of representation is normative. As a result, we take beliefs to be the kind of entities that are susceptible of being evaluated as true or false. Our intuitive notion of belief involves the idea that, for each belief, there are conditions under which it is true and conditions under which it is false (for short, ‘truth-conditions’ of it). Thus, it is natural to think that if you want to know what the content of a given belief is, you should ask yourself what it would take for the belief to be true. 

The main tenet of this section is that the expression ‘what it would take for the belief to be true’ is ambiguous.
 There are two kinds of truth-conditions that are relevant when we try to specify what the content of a given belief is. They reflect two important facts about what I do when I represent the world in a certain way in virtue of having a certain belief. For the purposes of capturing this distinction, it will be convenient to represent the truth-conditions of beliefs by means of certain abstract objects, namely, propositions. We can conceive of propositions as either sets of possible worlds, arrangements of objects and properties in the world or sentences of an ideal language. In what follows, I will be assuming the first of those three views on the nature of propositions, though nothing in this discussion should actually hang on that assumption.
 

If we think of propositions as sets of possible worlds, we can individuate a kind of truth-conditions of a certain occurrence of a belief by reference to the proposition that only contains those possible worlds such that, if the belief in question had occurred there, it would have been true of that world. By contrast, we can individuate a different kind of truth-conditions of it by reference to the proposition that only contains those possible worlds such that the actual occurrence of the belief is true of them (in other words, those possible worlds such that, given the circumstances where the belief in fact occurs, it is true of them). However, by simply isolating two sorts of propositions that we can associate with each belief we are not thereby isolating two sorts of semantic properties of beliefs. What we need to see, in order to appreciate that we are not singling out these two propositions arbitrarily, is that they capture two important features of the representation of the world that I have in virtue of having a belief. 

Compare my beliefs in each of the following two possible worlds. In W1, I am lost in town and I have the belief that I would express by uttering ‘a bomb is about to explode at the corner of Maine Street and Longfellow Street’. Unbeknownst to me, I happen to be at that corner. In W2, I believe, still lost in town and located at the same corner, what I would express by uttering ‘a bomb is about to explode here’. Intuitively, there is a sense in which we could classify my beliefs as beliefs of the same type and a sense in which we could classify them as beliefs of different types. Furthermore, both the respect in which I seem to have the same belief and the respect in which I seem to have different beliefs concern my representing the world in a certain way. Thus, there seems to be a semantic property that my beliefs share and a semantic property that they do not share. My contention is that each of the two propositions mentioned above can be used in order to individuate each of those semantic properties.  

Let us focus, first, on the semantic property that my belief in W1 does not share with my belief in W2. Notice that, in W2, I would take some kind of evasive action if I do not want to be hurt whereas, in W1, I would not. There must be a difference in the beliefs that I have in each case that accounts for the difference in my respective reactions, and it seems to concern the way in which I represent the situation. We think of beliefs as states that mediate between the agent and her environment in such a way as to permit or cause her to produce appropriate behavior. And the way beliefs seem to guide action is by providing their subjects with a perspectival representation of the situation upon which they must act. It seems that in order for a subject’s beliefs to make an immediate impact in her dispositions to action, those beliefs must represent the world from the subject’s point of view. Thus, the property of my belief that accounts for the fact that I take some kind of evasive action in W2 seems to be that, in virtue of having that belief, I represent a certain event in the world from my perspective. Now, if we wish to capture what this property is exactly by appealing to the truth-conditions that my belief has, then there is a specific way in which we should understand what its truth-conditions are.

There is a sense of ‘what it would take for my belief to be true’ in which we may say that a certain possible situation is what it would take for a belief to be true just in case the belief would have been true of that situation if it had occurred in it. In this sense, the truth-conditions of my beliefs in W1 and W2 are different. The truth conditions of my belief occurring in W1 are constituted by the proposition that only contains those worlds where a bomb is about to explode at the corner of Maine and Longfellow, whereas the truth-conditions of the belief I have in W2 are constituted by the proposition that only contains those worlds where I am located at a place where a bomb is about to explode. It is easy to see that these propositions are different since, for each possible world where a bomb is about to explode at the corner of Maine and Longfellow but I happen to be at some place where no bomb is about to explode, the former proposition contains that world but the latter does not. 

If we wish to respect the intuition that the property of my belief whose presence in W2 explains that I behave the way I do is a semantic property and we want to capture this property by appealing to the truth-conditions that my belief has, then this is the relevant way of understanding truth-conditions. For it seems clear that the specific place where I am located when I have the belief that I would express by uttering ‘a bomb is about to explode here’ makes no difference to what my dispositions to act are.
 If I had had the belief that I would have expressed by uttering ‘a bomb is about to explode here’ while being located at some place different from the corner of Longfellow and Maine, I would have behaved in the same way. Individuating the way in which I represent the world by reference to the proposition that captures the kind of truth-conditions that I am considering is consistent with this. For, in this sense, the truth-conditions of my belief would have been the same. 

In what follows, I shall call the sort of content that can be represented by the kind of truth-conditions discussed above, the ‘subjective content’ of a belief. Thus, for any belief B and possible situation W, we may define the subjective content of a belief B that occurs in W as the proposition p such that, for any possible world W*, p contains W* just in case B would have been true of W* if B had occurred in W*. I shall use the schema ‘S has a belief that represents that p’ to express that the subjective content of subject S’s belief is p. Furthermore, I shall restrict myself to use ‘S believes that p’ to abbreviate that S has a belief that she would express with an utterance of the form ‘p’.

Consider the semantic property that my beliefs in W1 and W2 have in common now. We have the strong intuition that both beliefs are, in some sense, about the same thing, namely, a bomb exploding at the corner of Longfellow and Maine. What do we mean by ‘are about’ in this context, though? The idea that seems to underlie our intuition that both beliefs are about the same thing is that they apparently share, so to speak, a single ‘truth-maker’. That is, what it would take for those two beliefs to be true is the very same thing. However, given the remarks above, it is clear that the relevant sense of ‘what it would take for my belief to be true’ here must be different from the sense of that expression that we just made explicit above.

There is a sense of ‘what it would take for my belief to be true’ in which we may say that a certain possible situation is what it would take for a belief to be true just in case the belief is true of that situation given the facts about the situation where it actually occurs.  In this sense, the truth-conditions of my beliefs in W1 and W2 are the same. Notice that, in this sense, the truth conditions of the belief that I have in W2 are constituted by the proposition that only contains those possible worlds where a bomb is about to explode at the place where I am located in W2. But that place is the corner of Longfellow and Maine. So the proposition in question is just the proposition that only contains those possible worlds where a bomb is about to explode at the corner of Longfellow and Maine, which is precisely the proposition that captures the truth-conditions of my belief in W1. Thus, this seems to be the appropriate way of thinking about truth-conditions if we want to capture the intuition that my beliefs in W1 and W2 ‘are about’ the same thing in terms of their having the same truth-conditions.  

In what follows, I shall call the sort of content that can be captured by this kind of truth-conditions, the ‘objective content’ of a belief. Thus, for any belief B and possible situation W, we may define the objective content of belief B occurring in W as the proposition p such that, for any possible world W*, p contains W* just in case B is true of W* given that B occurs in W. I shall use the schema ‘S has a belief tracking that p’ or, equivalently, ‘S has a belief that tracks the fact that p’, to express that the objective content of S’s belief is p.
 

Objective content seems to play an important role in communication. Even though clarifying what goes on in communication is beyond the scope of my project in this essay, the following remarks should suffice to appreciate why objective content plays a role in it. If we endorse a picture of communication whereby what goes on in communication is a kind of transfer of content between two subjects, then the relevant kind of content is objective content. Suppose that, seeing that you are walking towards the corner where I am located and intending to warn you about the bomb that is about to explode, I scream at you ‘a bomb is about to explode here!’. If what it takes for you to understand me is that you come to have a belief that has the same content as the belief that you express by uttering that, then clearly the relevant kind of content cannot be subjective content. Otherwise, we would be forced to say that you understand me when you acquire a belief that actually makes you run away from the place where you are located, which is highly counter-intuitive. It seems that you come to understand me when you acquire a belief that tracks the same fact as the belief that I express by saying ‘a bomb is about to explode here.’ The same holds if what it takes for you to understand me is that you come to have a belief with the content that I intended it to have (whether or not I have a belief with that content).
 In fact, it seems that objective content will have an important role to play on any of the reasonable pictures of communication according to which communication amounts to transferring content.

To conclude the discussion on how objective and subjective content are different, it is worth noticing that objective and subjective content may sometimes coincide. Consider a belief that I would not express by means of an utterance that contains an indexical expression, such as my belief that Paris is in France. The objective and subjective content of this belief will coincide. For the set of possible worlds such that, if I had my belief in there, my belief would be true of them is simply the set of possible worlds where Paris is in France. In the terminology introduced above, for any proposition p, if a given subject has a non-indexical belief tracking that p, then it also represents that p, and vice versa. (As we will see, this point has some significant implications for self-knowledge.) Nevertheless, objective and subjective content may differ, as the bomb example illustrates.

4. Varieties of incompatibilism










The considerations above raise the question of how theses PA and EXT are to be read. Two alternative readings of both PA and EXT arise:

EXT-s    The subjective content of our beliefs depends on factors that are part of our environment.

EXT-o    The objective content of our beliefs depends on factors that are part of our environment.

PA-s      We have privileged access to the subjective content of our own beliefs.

PA-o      We have privileged access to the objective content of our own beliefs.

These readings of EXT and PA yield, in turn, four possible readings of INC:

INC-ss
If the subjective content of our beliefs depends on factors that are part of our environment, then we do not have privileged access to the subjective content of our own beliefs.

INC-oo
If the objective content of our beliefs depends on factors that are part of our environment, then we do not have privileged access to the objective content of our own beliefs.

INC-os
If the objective content of our beliefs depends on factors that are part of our environment, then we do not have privileged access to the subjective content of our own beliefs.

INC-so
If the subjective content of our beliefs depends on factors that are part of our environment, then we do not have privileged access to the objective content of our own beliefs.

Now, if it is indeed problematic that the conjunction of EXT and PA is implausible, it must be because those theses are plausible enough when they are considered separately. It therefore seems reasonable to ask ourselves how we should read PA and EXT in order for them to be plausible enough if we consider them in isolation from each other. In what follows, I will argue that PA-o is implausible regardless of externalism, which makes INC-so and INC-oo unproblematic (since, even if those readings of INC are true, there will be no pressure for us to preserve PA-o). Next, I will try to make a case for PA-s. Then, I will argue that EXT-o is plausible enough but EXT-s is not, which makes INC-so and INC-ss unproblematic (since, even if those readings of INC are compelling, it will be clear that their antecedent is highly counter-intuitive). The upshot will be that whether there is a real puzzle of externalism and privileged access or not comes down to how plausible INC-os is. This will prove to be very important while evaluating Boghossian and McKinsey’s arguments. 

5. Varieties of privileged access










Subjects have the ability to acquire beliefs about their own beliefs. Privileged access can be seen as a property of that ability, namely the property of yielding beliefs about one’s own beliefs that are justified in a particular way. Their justification, let us recall, is special in that it depends on neither empirical evidence nor a process of reasoning. That seems to be, essentially, the intuition that underlies PA. In this section, I shall examine whether PA-o and PA-s square with that intuition. 

Do we generally enjoy privileged access to the objective content of our own beliefs? The claim that PA-o makes is that, for any proposition p and subject S, when S has a belief that tracks the fact that p, S can come to acquire the belief that she does in such a way that S is especially justified in her meta-belief. At first glance, this seems to be correct. We do seem to have privileged access to the objective content of our non-indexical beliefs, such as the belief that Paris is in France. When I have that belief, I can tell what it takes for it to be true given the circumstances in which I have it without performing any inference, and I do not need to investigate the environment either. You, on the other hand, would need to reason your way to the conclusion that I have a belief that tracks that fact. In addition, the premises in your process of reasoning would be based on empirical evidence (specifically, evidence about what my behavior is like). So our intuitions regarding our epistemic position vis à vis our non-indexical beliefs seem to be well captured by the reading of PA that is made explicit in PA-o. And these are indeed strong intuitions. 

However, we would be wrong if we concluded that PA-o correctly describes our epistemic position vis à vis all of our beliefs. We have already discussed some cases where PA-o does not hold. These cases concern indexical thought. Suppose that I believe that a bomb will shortly explode here. Having privileged access to the objective content of any given belief is a matter of being able to tell what fact is being ‘tracked’ by that belief without empirical investigation or reasoning. Thus, in order to have privileged access to the objective content of my belief that a bomb will shortly explode here, I need to be able to tell, without empirical investigation or reasoning, what fact is being tracked by my belief. But that depends on the location at which I am having the belief in question. If I move to a different location, my belief that a bomb will shortly explode here comes to track a different fact from the fact it tracked before I moved. This means that having privileged access to the objective content of my belief requires my being able to tell, without empirical investigation or reasoning, such things as where I am located and whether I am moving. Clearly, this is not possible. Thus, although PA-o seems cogent enough when it comes to non-indexical beliefs, it cannot account for our intuitions regarding our knowledge of our own indexical beliefs. Let us turn to PA-s now.

Essentially, PA-s is the claim that, for every subject S and proposition p, when S has a belief representing that p, S has the ability to acquire the belief that she does in such a way that S is especially justified in her meta-belief. How plausible is that, once we give up the idea that we have a special kind of access to the objective content of our own beliefs? 

Take, once again, my belief that a bomb will shortly explode here. What the subjective content of my belief is meant to account for is the fact that, in virtue of having that belief, I picture the situation I am in from a certain point of view. Consider, now, what picturing the world from a certain perspective consists in. It seems that the basic operation that a subject performs when she pictures the world from a certain perspective in virtue of having a given belief is that of locating herself in a certain sub-set of the total space of possible worlds. The way the subject does this is by ruling out certain possible worlds and taking others as reasonable candidates to be the actual one. Thus, when I believe that a bomb will shortly explode here, I am drawing a distinction between those possible worlds where I am at a place where a bomb is about to explode and those where I am not, and taking the actual world to belong to the former class. The important point for the purposes of evaluating PA-s is that, when I have that belief, I seem to be able to tell where exactly I am drawing the line that divides logical space without substantial empirical evidence or the use of any inference: I am ruling out exactly those worlds where a bomb does not explode at the place where I am having my belief. (How much reasoning or empirical investigation does it take to know that?) But notice that the set of worlds that I am not ruling out in virtue of having the belief that a bomb is about to explode here is just the proposition that we have used to individuate its subjective content. Thus, it seems that PA-s is compatible with our intuitions regarding what we are entitled to believe about our own indexical beliefs. 

What about our intuition that we know the objective content of our own non-indexical beliefs as well? An important virtue of PA-s is that it accounts for that intuition. Earlier in the discussion, I pointed out that the objective and subjective content of non-indexical beliefs coincides. In virtue of that fact, access to the subjective content of non-indexical beliefs will ensure access to their objective content. Consequently, we do not need to posit different kinds of privileged access in order to account for our intuitions regarding our knowledge of our indexical and non-indexical beliefs. The reading of PA in terms of subjective content provides us with a characterization of privileged access that fits our intuitions concerning our knowledge of both our indexical and non-indexical beliefs.

6. Varieties of externalism










Let us turn to EXT now. How plausible are EXT-o and EXT-s? In what follows, I am going to assume that EXT-o is well supported by the classical Twin-Earth thought-experiments. After all, externalism arises from the intuition that the truth-conditions (in the ‘tracking’ sense of the expression) of two beliefs can differ even if their subjects are intrinsically indistinguishable, and this is all that matters for externalism about objective content. But what about externalism about subjective content? Having a belief with a certain subjective content was characterized as a matter of ruling out certain possible worlds and taking others as reasonable candidates to be the world where one is having the belief in question. The relevance of this for EXT-s is that it suggests that the subjective content of one’s beliefs does not depend on environmental conditions. The reason is that the situation where I am having a certain belief seems to make no contribution to where I draw that line in the logical space that divides those possible situations that I take to be plausible candidates to be the one where I am from those that I rule out. 

The EXT view has traditionally been motivated with the help of Twin-Earth scenarios. In order to illustrate the point just made regarding EXT-s, we can consider whether subjective content varies across Twin-Earth scenarios. Let W1 be the actual world, where I am facing a glass of water, let W2 be a possible world where I am facing a glass of twin water in Twin-Earth, let W3 be a possible world where I am facing a world of vodka in Earth and suppose that I happen to believe, in W1, that I am facing a glass of water. How do I picture the world from my point of view in virtue of having this belief? I picture the world as being such that I am facing a glass full of some stuff that is relevantly similar to the substance that people call ‘water’ around the place where I am. Thus, I do not rule out W1 and W2 as plausible candidates to be the actual world, but I do rule out W3. Consequently, the subjective content of my belief in W1 should be individuated by a proposition that contains W1 and W2 but it does not contain W3. Now, would this way of picturing the world have been different if I had had my belief in W2 or W3? It does not seem it would have. Consider me, in W3, believing that I am facing a glass of water. There, I still rule out W3 as a plausible candidate to be the world where I am located. This is why I will reach for the glass if I am thirsty, even if I do not drink alcohol. Whether I am in W1, W2 or W3, I rule out W3 and I take W1 and W2 as plausible candidates to be the world where I am located. Hence, it seems that subjective content does not vary across Twin-Earth scenarios, which strongly suggests that EXT-s is incorrect. 

In order to represent the point about EXT-s and EXT-o in this section graphically, it may be useful to represent the two propositions by means of which I have been individuating objective and subjective content with the help of a certain two-dimensionalist framework, namely, Stalnaker’s ‘diagonalization’ framework. It is worth pointing out, though, that Stalnaker’s use of this framework concerns linguistic utterances only. He is actually skeptic about the possibility of applying it to thoughts.
 I wish to borrow Stalnaker’s apparatus and use it for the purposes of illustrating what the claim that is being made about externalism in this section is. With this aim in mind, the idea would basically be the following. In general, we can represent a proposition as a function that assigns truth to a possible world just in case the world at issue belongs to it. Thus, we can represent a portion of the proposition that we have used in order to individuate the objective content of my belief in W1 by using the following matrix:

	
	W1
	W2
	W3

	W1
	T
	F
	F


Take the world in the bottom row as the world where my belief occurs and the worlds in the top row as those with respect to which my belief is evaluated. The function that assigns the truth-values that appear in the bottom row to W1, W2 and W3 represents the proposition that captures the objective content of my belief occurring in W1. We can also represent the propositions that capture the objective contents that my belief would have had if it had occurred in W2 or W3 by adding the corresponding rows of truth-values, thus constructing the following matrix:  

	
	W1
	W2
	W3

	W1
	T
	F
	F

	W2
	F
	T
	F

	W3
	T
	F
	F


The rows of truth-values in the matrix above represent the objective content of my belief in each of the worlds in the left axis where it may occur. By contrast, its subjective content is represented as the diagonal assignment of truth-values from the top left corner of the matrix to its bottom right corner. 

Of course, this apparatus does not give us any reason to endorse the main claim regarding EXT-s and EXT-o that has been made in this section, but it allows us to represent what the claim is very nicely. It allows us to represent the rejection of EXT-s in that the proposition that individuates the subjective content of my belief does not change in the matrix above, whether my belief is assumed to occur in W1, W2 or W3. And it allows us to represent the endorsement of EXT-o. For in the matrix above, the objective content of my belief does not vary randomly from possible world to possible world. On the contrary, it systematically varies along with certain features of the environment where I am having that belief. In this particular case, the relevant feature is the nature of the substance that fills the glass I am looking at. Thus, it seems that the two-dimensionalist framework I have described captures the intuitions that underlie both externalism and internalism regarding content. On the one hand, the rejection of EXT-s accounts for our intuition that there is a kind of belief content that is associated to the subject’s point of view, it explains her behavior and it does not vary depending on the context where she has her belief. On the other hand, EXT-o accounts for our intuition that there is a kind of belief content that plays a role in communication and it systematically varies along with some features of the environment where the subject has that belief.
 

Now, it is worth emphasizing that the thought experiment we have considered in this section illustrates the compatibility of externalism regarding objective content and privileged access to the subjective content of our own beliefs. For, when I believe that I am facing a glass of water, I do have privileged access to what my belief represents. What my belief represents is the set of possible worlds that I am not ruling out as plausible candidates to be the actual world, and I am perfectly able to tell which worlds those are. I am ruling out those worlds where the substance that people call ‘water’ around there is not the substance that fills the glass that I am facing there. I can determine that without appeal to reasoning or empirical evidence, so I do have privileged access to what my belief represents. This will turn out to be very important in our discussion. For it strongly suggests that Twin-Earth scenarios cannot be used in support of INC-os, and the intuitive pull of the idea that the conjunction of privileged access and externalism is implausible precisely originated in the use of scenarios of that sort.

7. How to block the incompatibilist arguments








We are now in a position to revisit Boghossian’s and McKinsey’s arguments armed with the distinction between objective and subjective content. Let us recall Boghossian’s argument first:

1 If externalism is correct, then the Slow Switching scenario is possible. 

2 In the Slow Switching scenario, S’s believing that twater contains hydrogen is a relevant alternative to her believing that water contains hydrogen.

3 Thus, S needs to rule out the possibility that she is believing that twater contains

hydrogen in order to know that she believes that water contains hydrogen.

4
But ruling out a relevant alternative requires reasoning. 

Consequently,

5
S does not know, non-inferentially, that she believes that water contains hydrogen.

Let us consider our subject S believing, in Earth, that water contains hydrogen. Boghossian wants to show that S does not have non-inferential access to her belief. That is, he wants to show that S’s belief that she believes that water contains hydrogen is based on inference. Boghossian’s grounds for this claim are that there is an alternative possibility that is relevant to S’s epistemic situation so she must rule it out, which requires reasoning.

The key word here is ‘alternative’. The Slow Switching scenario is supposed to provide us with an alternative, but relative to what scenario is Boghossian’s possibility an alternative? Consider what meta-belief is at stake here. We need to distinguish two claims that one could reasonably take to be Boghossian’s conclusion: 

(5-o)
S’s belief that her belief tracks the fact that water contains hydrogen must be

based on inference. 

(5-s)
S’s belief that her belief represents that water contains hydrogen must be based

on inference. 

Boghossian is only concerned with (5-o). The possibility that S believes that twater contains hydrogen is an alternative relative to the state of affairs where S believes that her belief tracks the fact that water contains hydrogen. The reason is that, if the twater possibility were actual, then S would be mistaken in believing that about her belief. This is why she needs to rule it out. Thus, if S is to be entitled to believe that her belief tracks the fact that water contains hydrogen, she must rule out the possibility that her belief tracks the fact that twater contains hydrogen. I am willing to concede that. I am even willing to concede that S cannot rule out that possibility without reasoning and that, consequently, S’s belief that her belief tracks the fact that water contains hydrogen is based on inference. For, if our conclusions from previous sections are correct, then  (5-o) is not the meta-belief we should be focusing on. When we quarrel about (5-o), we are quarreling about whether S has non-inferential access to the objective content of her first-order belief. But we have already seen that we do not have privileged access to the objective content of our own beliefs. We have discussed some reasons why it is not a plausible view, whether externalism is correct or not. That is the reason why Boghossian seems to be focusing on the wrong meta-belief in his argument. 

Thus, Boghossian is definitely right in that, when S has (in Earth) a belief that tracks the fact that water contains hydrogen, S’s having a belief that tracks the fact that twater contains hydrogen is a possibility that she needs to rule out in order to know that feature of her belief. But this is relevant only if what is at stake is privileged access to the objective content of our beliefs. For the subjective content of S’s belief is the same in Earth and Twin Earth. Consequently, the possibility that S is in Twin Earth is not a relevant alternative that S must rule out in order to have non-inferential access to the subjective content of her belief, since it constitutes no alternative at all. The upshot is that if Boghossian’s argument concerns objective content, then 5 does not threaten our intuitive notion of privileged access whereas, if it concerns subjective content, then there are reasons to reject 2. It therefore seems that the intuitive pull of Boghossian’s argument stems from an ambiguity in the operative notion of belief content.

What about McKinsey’s argument? Let us recall that the argument is, basically, that privileged access and externalism entail that there is a proposition E such that 1-4, and yet the conjunction of 1 and 4 is inconsistent with 3:

1
S can know that she believes that water contains hydrogen a priori.
2
The proposition that S believes that water contains hydrogen entails that E.

3
One can only know that E is the case a posteriori.

4
S can know that 2 is correct a priori.

Let us suppose that the theses of privileged access and externalism are correct, and let us consider claim 1. Is it true that S can know that she believes that water contains hydrogen a priori? Once again, it is worth distinguishing S’s access to the objective and subjective content of her belief. Two different readings of 1 arise, depending of the kind of content we assume it is about:

1-s
 S can know that her belief represents that water contains hydrogen a priori. 

1-o 
 S can know that her belief tracks the fact that water contains hydrogen a priori.

If our discussion in section five is correct, S cannot know a priori the objective content of her belief, so 1-o is false. But there seems to be no reason to reject 1-s. Thus, if S can use any a priori knowledge of the content of her own mind in a kind of transcendental argument that will give her a priori knowledge of the external world, that piece of knowledge must be about the subjective content of her belief. However, this raises a serious difficulty for 2. 

If the considerations put forward in section six are correct then, as long as ‘S believes that water contains hydrogen’ in 2 is read as the claim that S’s belief tracks the fact that water contains hydrogen, we can assume that there is a proposition E about S’s environment such that 2 is correct. But that is irrelevant for the purposes of McKinsey’s argument. For, even if 2 is correct when we read it that way, that reading of 2 does not allow us to combine it with 1-s so as to run a reductio of externalism and privileged access.   

Once the relevance of the distinction between objective and subjective content for 1 is noticed, the appropriate question is whether there is a proposition E such that:

2-s 
The proposition that S’s belief represents that water contains hydrogen entails that E.

3-s 
One can only know that E is the case a posteriori.

A further important question is whether, assuming that there is such a proposition E, S can know a priori that the proposition that S’s belief represents that water contains hydrogen entails that E. That is, we also need to determine whether the following modified version of 4 is correct: 

4-s
S can know that 2-s is correct a priori. 

Only if the answers to both questions above are affirmative will McKinsey have succeeded in reducing the assumption that privileged access and externalism are correct to the absurd. But we do not even need to consider the latter question. For one of our morals from section six was precisely that subjective content does not vary along with changes in the environment, which suggests that there is no proposition E such that 2-s and 3-s. The bottom line about McKinsey’s argument is that, if it concerns objective content, then 1 does not follow from externalism and privileged access whereas, if it concerns subjective content, then it is 2 and 3 that do not follow. Thus, it seems that McKinsey’s argument also relies on the ambiguity in the notion of belief content that I have been discussing.  

8. Externalism and self-knowledge: dissolving the puzzle






Let me take stock. By distinguishing two kinds of semantic properties that are involved in our intuitive notion of belief content, I have argued that there are two possible readings of PA and EXT. As far as PA is concerned, I have suggested that one of those readings (namely, PA-o) makes it implausible for reasons that have to do with indexical thought, whereas its alternative reading makes it quite compelling. I have also suggested that EXT is intuitive enough according to one of its possible readings (namely, EXT-o), whereas its alternative reading does not make it plausible enough. Finally, I have shown how these distinctions help us to deal with the two main incompatibilist arguments. Let us now revisit the original puzzle at the heart of both arguments. 

The puzzle of externalism and self-knowledge is the sort of puzzle that arises when two prima facie plausible theses seem to be incompatible. The puzzle lies in the fact that both externalism and privileged access are compelling enough when they are considered separately and, yet, their conjunction turns out to be quite counter-intuitive. Now, since several readings of both theses are available to us at this point, it seems reasonable to ask ourselves how we should understand externalism and privileged access in order for them to be separately plausible but incompatible. My main tenet in this essay has basically been that there is no way of understanding externalism and privileged access that meets both constraints.

Since we have found reasons to reject both PA-o and EXT-s, the two theses whose conjunction is problematic should be PA-s and EXT-o. In other words, whether or not there is a puzzle of externalism and self-knowledge comes down to how plausible INC-os is. But it does not seem that the original use of a Twin-Earth scenario could support INC-os. It is worth recalling that the case I used in order to illustrate the rejection of EXT-s, which involved my belief that there is a glass of water in front of me (in Earth and Twin-Earth), was precisely a case where EXT-o was assumed to be correct. Importantly, PA-s also held true. The reason why it did was that, even though it was possible for the objective content of my belief to have been different, that fact did not prevent me from knowing where, in the logical space, I located myself by having my belief. It is then hard to see how the original appeal to a Twin-Earth scenario could support INC-os. In the absence of further grounds for INC-os, I conclude that there is no sense in which both the privileged access view and externalism are plausible, but incompatible. 

The moral to draw from this discussion is that incompatibilism can be granted when it is read as a thesis about objective content, and it can be granted when it is read as a thesis about subjective content. However, the puzzle of externalism and privileged access will arise if we do not recognize that those ways of understanding privileged access and externalism that make incompatibilism compelling are not the ways in which we understand them when we consider them in isolation from each other and we find both of them plausible. Basically, it seems that we were originally wrong about the nature of the two views that we needed to reconcile. Hence the puzzle. Not only does this diagnosis explain why there is no real puzzle of externalism and privileged access. It also explains why it may seem to us that there is. The reason is that, admittedly, there is a way of understanding externalism and privileged access that makes both views cogent and there is indeed a way of understanding them that makes them incompatible. But those are different ways of understanding the two views at play. Nothing, then, should be so puzzling about externalism and self-knowledge.
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� For details, see ‘The meaning of “meaning”’ in Putnam 1975. I shall sometimes appeal to the Twin-Earth thought-experiment to suggest that a given subject's belief could have had different truth-conditions had it occurred in different circumstances. Thus, I will I claim that a given subject's belief would have had different truth-conditions if it had occurred in Twin-Earth. By that, I will mean that they would have been different if the subject had been a long-term inhabitant of Twin-Earth (as opposed to, say, an earthling astronaut who has just landed on Twin-Earth when she has her belief).  


� For the purposes of this discussion, I will not be distinguishing between the epistemic notions of entitlement, warrant and justification.


� See, mainly, Paul Boghossian 1989, and Michael McKinsey 1991.


� David Kaplan's 1979 is a seminal piece in this line of research. For the application of two-dimensionalist developments to issues on modality, see Martin Davies & I. L. Humberstone's 1980 and David Chalmer's 1995.


� In Perry 1988.


� See Stalnaker’s ‘Indexical belief’ and ‘Assertion’, in Stalnaker 1999.


� See Chalmers’s 2002.  


� See Boghossian 1989.


� In McKinsey 1991. For the sake of discussing McKinsey’s argument, I shall assume his use of 'a priori'. Thus, I shall use it to refer to knowledge or justified belief that is obtained independently of empirical investigation.


� On relevant alternatives, see Fred Dretske 1999.


� I shall focus on access to water thoughts for the purposes of reproducing Boghossian's argument. However, his line of reasoning clearly generalizes to any externally individuated thought.


�Another possibility is that S’s conceptual repertoire is enlarged to include both Earthian ad Twin Earthian concepts. I will leave this possibility aside for the sake of simplicity.


� The idea that truth-conditions are relative is not new. It is put forward, for instance, in John Perry, ‘Indexicals and Demonstratives’, in B. Hale and C. Wright (eds.) A Companion to the Philosophy of Language (Oxford: Blackwell, 1999). 


� The conception of propositions as sets of possible worlds originated in Rudolf Carnap 1956. Since I will assume this view on the nature of propositions, I shall often be framing the discussion in terms of possible worlds (literally) belonging to propositions. I shall use the schema ‘proposition p contains possible world W’ to refer to the fact that world W belongs to the set constituted by p.   


� On this point and, more generally, the connection between indexical thought and action, see John Perry, ‘The problem of the essential indexical’, Noûs 13 (1979): 3-21.


� The choice of terminology here is not entirely happy. Talk of a subject ‘tracking’ a fact may suggest that some epistemic relation holds between the subject and the fact in question. This is a connotation that I do not intend my use of the term ‘tracking’ to have. When I use the schema ‘subject S has a belief that tracks the proposition p’, I mean to be neutral on S’s epistemic abilities with respect to the fact that p. 


� This seems a more appropriate picture if we want to account for those cases where I am lying to you but, still, it is obviously possible for you to understand what I am saying.


� See ‘Assertion’ and ‘Indexical belief’ for Stalnaker’s use of diagonalization. See the ‘Introduction’ to his Context and Content for his reasons not to apply this apparatus to the content of thoughts, which concern the difficulties surrounding the choice of a criterion by which to individuate thoughts across possible worlds.


� Does this mean that the two-dimensionalist framework that we have been using is committed to there being such a thing as ‘narrow content’? I am inclined to say that it does, with a crucial qualification. Indeed, subjective content is narrow in that it would have remained the same if the belief it is associated to had occurred in different circumstances. Nonetheless, subjective content is different from the traditional forms of narrow content in that it is constituted by truth-conditions, just as objective content is. (This is why it can be individuated by reference to a proposition.) A standard sort of objection against narrow content is that content must be constituted by truth-conditions and traditional forms of narrow content, such as those suggested in Putnam’s ‘The meaning of “meaning”’ and Fodor 1987, do not meet that constraint. Importantly, subjective content is not vulnerable to that important objection. 


� Let us concede, for the sake of the argument, that ruling out an alternative scenario requires reasoning. One might want to push Boghossian’s argument on this point, though. It could be argued, for instance, that there is a natural sense of ‘ruling out an alternative scenario’ according to which, for any propositions p and q, and any subject S who believes that p, then S is ruling out the alternative scenario that q just in case, if q had been the case, then S would not have believed that p. For a discussion of privileged access and externalism from this perspective, see Kevin Falvey and Joseph Owens 1994.  


� For comments on earlier versions of this paper or helpful discussion on its topic, I am very grateful to Jessica Brown, Juan Comesaña, Bruce Glymour, Pierre Jacob, Jaegwon Kim, Uriah Kriegel, John Perry, Ernest Sosa, James Van Cleve and the members of the Logos research group from several universities in Catalonia. Among them, I am especially grateful to Manuel García-Carpintero, Josep Macià, Manuel Pérez, David Pineda and Ignacio Vicario. For comments on this draft, I am very grateful to an anonymous referee from this journal.
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